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Prologue

In “The Good, the Bad and the Ugly”, an Italo-western full of practical
insights, there is this famous quote:

You see in this world there’s two kinds of people my friend -

those with loaded guns, and those who dig.

Clearly, the analogy with science is far from being perfect, but there as well
we may identify two role models: the managers, mainly hunting projects
(those with a loaded gun), and the scholars, hunting insights (those happily
digging, even in the absence of any guns). As we know, the ones with guns
are on the rise. Less common are the hybrids, fully active on both sides.
And then there is our colleague Leon (aka as Leendert), who generously
distributes guns and shovels, and this year, on March 18, celebrates his 50th
birthday.

This is a great occasion to honour him, keeping in mind his various contri-
butions to Logic and Artificial Intelligence, his fruitful interaction with myr-
iads of students and colleagues, as well as his strong engagement in several
scientific subcommunities, especially in Normative Reasoning and Argumen-
tation. He has furthermore been a driving force behind the development of
Computer Science at the University of Luxembourg, and succeeded - against
all odds - to create here with his colleagues a radiating hotspot for Logic and
Knowledge Representation, well prepared for the AI spring and the coming
technological revolutions.

To mark this event, we decided to produce an informal collection of short
contributions under the heading:

Leon50 - Arguing about Logic

Debates in Individual and Collective Reasoning

The idea was to give the numerous people who have crossed Leon’s scientific
path the opportunity to produce some short interesting and inspiring input.
More precisely, we asked for 1-3 pages arguing about a challenging logical
concept or issue which the authors think may need further reflection and
discussion. Food for thought, for Leon, and all of us - when Leon turns 60
we will see whether we have made progress. In addition, we also invited
more personal contributions, like less well-known anecdotes illustrating how
funny and rewarding collaboration with Leon can be.
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We had a very tight deadline, which we tried to compensate by a very
generous handling of special wishes, and by minimizing, if not nullifying,
the editorial demands. We are very grateful to all the participants, whose
contributions have exceeded our optimistic expectations. They are even
more impressive given the numerous winter deadlines, seasonal illnesses,
and a somewhat scary world outside our ivory towers. So, thank you very
much, and last but not least,

Congratulations to Leon for his 50th Birthday.

His engaged scientific, educational, and organizational work has fired up sev-
eral research communities, and indirectly, through his wife Egberdien and
the house parties in Howald, has also enriched the cultural and social life in
Luxembourg!

Dov, Beishui, and Emil

Luxembourg, March 13, 2018
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Learning(Leon(

Yao$hua'Tan(

I'got'to'know'Leon'when'he'became'my'PhD'student'at'the'Erasmus'University'Rotterdam'in'the'

mid$nineties.'It'was'quite'obvious'that'he'was'talented'in'anything'that'relates'to'mathematics'in'the'

broadest'sense'of'the'word;'from'bridge'to'logic.'But'what'really'surprised'me'was'reading'his'first'

paper'on'logic.'It'was'completely'written'in'reverse'order.'The'paper'started'with'the'proof,'followed'

by'the'theorem'to'be'proved,'and'ended'with'the'introduction.'Since'I'was'surprised,'I'asked'why'he'

had'reversed'the'order'of'the'paper.'His'answer'was'that'since'the'proof'is'the'most'informative'part'

of'a'logic'article,'he'thought'it'was'more'insightful'for'the'reader'to'start'with'the'proof'rather'than'

end'with'it.'Since'our'research'field'was'deontic'logic,'and'hence'we'are'both'very'law$abiding'

persons,'we'quickly'came'to'the'wise'decision'to'reverse'the'paper'again,'as'it'ought'to'be.'

Eventually'this'became'his'first'paper,'and'the'rest'is'history.''

My'second'surprise'was'Leon'teaching.'When'I'saw'Leon'teaching'for'the'first'time'he'presented'a'

logic'theorem,'and'that'was'literally'what'he'did.'He'only'quoted'the'theorem,'then'he'fell'silent,'

and'said'that'the'theorem'was'so'obvious'that'there'was'nothing'he'could'explain'about'the'proof'of'

this'theorem.'After'this'lecture,'I'discussed'with'him'what'steps'in'the'proof'could'possibly'be'

difficult'to'understand'for'some'students.'Since'Leon'is''a'very'serious'person,'he'even'took'my'

feedback'seriously.'So'he'developed'himself'into'a'lecturer'that'is'able'explain'even'the'most'

complex'logical'topics'in'such'a'simple'and'lucid'way'that'it'does'seem'indeed'obvious'to'everybody.'

My'third'surprise'was'Leon’s'response'to'eventful'events.'Whatever'happened'to'him,'he'never'

changed'face.'If'everything'went'wrong,'his'only'reply'was'‘We'gaan'het'zien’.''A'Dutch'expression'

which'means'something'like'‘Time'will'tell’.'Apparently'time'told'him'a'lot,'because'I'have'never'

seen'him'upset.'

Probably'I'learned'more'from'Leon,'than'he'has'learned'from'me,'and'I'enjoyed'every'bit'of'it.'That'

is'how'I'got'to'learn'Leon,'and'I'hope'that'reversing'the'order'of'his'papers'is'the'only'thing'he'will'

ever'change'in'his'life.'

'
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In, Out, and Beyond - a Primer

Emil Weydert
University of Luxembourg

Whoever had the chance to cross Leon’s scientific path in the new century
could hardly avoid stumbling over his so-called Input/Output logic (IOL), a
formal approach, or maybe viewpoint, he started to develop around 2000 with
David Makinson1. IOL is intended to provide a convenient logical framework
for reasoning with and about conditional norms, trying to take into account
their peculiarities and related philosophical worries. While it found a number
of followers in deontic reasoning, its overall impact in pure and applied defeasible
reasoning has been somewhat limited. One reason may be that it has largely
ignored the lessons from a closely related field of inquiry, default reasoning.

Although I have been in contact with Leon for more than 20 years, I have to
confess that for a long time I did not feel particularly attracted by IOL, having
even trouble to fully understand what it was about. Reasons may have been
IOLs excessively syntactic flavour, notational oddities, simple-minded defeasi-
bility, historical contingencies, my lacking attachment to the DEON community,
or - less flattering - my laziness. Fortunately, Leon’s 50th birthday o↵ers a good
opportunity to take a closer look at this ominous theory, to convey some com-
ments and criticism, and to think about IOL 2.0. Driven by my experience in
default reasoning, I suggest possible/necesssary improvements and sketch a class
of more advanced logical approaches for nonmonotonic normative inference.

In a nutshell, IOL is a formal framework allowing to handle more sophisti-
cated instances of deontic reasoning with conditional norms (conflicts, contrary
to duty, di↵erent kinds of permissions) in a relatively straightforward way. It
does not presuppose truth values for norms, with some authors even rejecting
this possibility explicitly. The norms are formalized by ordered pairs (', )
linking an input ', typically representing some propositional condition, to an
output  , commonly describing an intended state of a↵airs. The basic lan-
guage thus consists of propositions ', whose meaning may depend on their
formal context, and expressions (', ) specifying conditional norms. The in-
ferential task is executed by so-called output operations out which specify for
a set of premises A and a set of norms N the resulting normative conclusions
� 2 out(N,A), e.g. obligations. One strength of IOL is that easily definable
output functions are enough to model important instances of deontic reasoning.

1David Makinson, Leon van der Torre, Input/Output Logics, JPL 29, 2000; Constraints
for Input/Output Logics, JPL 30, 2001; What is Input/Output Logic? Foundations of the
Formal Sciences, Trends in Logic, vol. 17, Kluwer, 2003.
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But there are also some critical questions:

The name. The chosen denotation “Input/Output logic” is a bit unfortunate,
justifiable, but suboptimal. It is neither sexy nor instructive. In fact, doesn’t
every logic specify for given input knowledge some inferential output? Inno-
cent bystanders could suspect an engineering logic modeling hard- or software-
systems. Although IOL may support the composition of logics seen as I/O
components, and correctly empasizes that the input and the output language
may diverge, these are not its defining features. The interpretation of impli-
cational pairs as elementary input-output rules seems much too restrictive. So
this name may send the wrong message and obstruct generalization.

Truth values. The original IOL-philosophy stated that conditional norms
should not be read as declarative statements with truth-values, but as a di↵er-
ent kind of entities which may/not be accepted or respected. And in fact, there
appear to be important philosophical distinctions between norms and condition-
als interpreted over possible worlds structures. However, today’s landscape of
logic is rich enough, first, to accommodate a static model-theoretic semantic for
norms in line with philosophical desiderata, and secondly, to define an intuitive
defeasible inferential semantics ensuring a suitable behaviour. The semantic
units should be normative structures inducing complex prescriptive informa-
tion, helping to characterize and justify defeasible deontic reasoning.

Default reasoning. To understand the nature and potential of normative rea-
soning, it is instructive to take a look at default reasoning. There, sophisticated
semantic-based approaches distinguish between basic defaults and conditionals
describing prioritized structures. To implement desirable defeasible inference
patterns, like exceptional inheritance, defaults have to be logically rather inert,
but will still admit a natural semantics and truth values. A default specifies
a standard conditional but also carries further information exploitable by de-
fault inference. Similarly, interpreting norms as declarative statements is not a
big deal, just a practical choice not bound to blur relevant distinctions. Thus,
default reasoning may inspire semantic solution concepts, generalizations of de-
ontic reasoning, and a path towards a more integrated is-ought perspective.

Conditional notation. A somewhat confusing and eccentric decision is to
refer to conditional norms by pairs of formulas, which even might not count as
formulas themselves, or may at least lack truth values. This notation breaks
with a long-standing tradition and ignores the directional character of condi-
tional relationships. On the practical side, formula pairs are not well suited for
simultaneously expressing di↵erent kinds of conditional entities, e.g. norms and
defaults. Also, the output, e.g. obligations, may not just rely on the application
of simple rules, as represented by the pairs, but also on the specific character of
conditional information and its semantics. Pushing for neutrality and simplicity
on the representational level is defendable, but it may block the view on inter-
esting generalized inferential concepts, and may possibly confuse casual users.

Let us now sketch a family of logics generalizing IOL and inspired by default
reasoning. We call them BIOLs (”Beyond/Broadened IOL”).
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Reasoning purpose and language: A basic BIOL L = (Lin, Lout,`, |⇠) is
meant to formalize strict/defeasible deontic and plausible reasoning. The in-
put language Lin = L0 [ Ln [ Ld includes classical formulas ' 2 L0, strict
and defeasible conditional obligations ⌫ 2 Ln (' �o  , ' ⇠o  ), as well as
strict and defeasible defaults � 2 Ld (' ⇣  , ' )  ). The output language
Lout = Lin [ Lo, with Lo = {Õ( ) |  2 L0}, uses a dedicated unary obliga-
tion modality Õ to specify the normative output (thus diverging from IOL). L
introduces a strict and a defeasible global inference notion ` ✓ |⇠ which link
finite input sets � ✓ Lin to their consequences  2 Lout.

Monotonic inference: ` is assumed to be a Tarskian inference notion. Its
restriction to L0 is just some classical logic. On the other hand, the mono-
tonic logic for general conditionals can be very weak. For instance, the defaults
driving ranking-based inference, which are not fully characterized by ranking
constraints, essentially verify only two principles: ' )  i↵ ' ) ' ^  , and
' )  i↵ '0 )  0, if the component formulas are classically equivalent. Ac-
cordingly, the inferential load is mainly carried by the global nonmonotonic
consequence relation |⇠.

Defeasible inference: The global defeasible inference relation |⇠ can be split
into a default and a deontic part, i.e. |⇠ = |⇠d [ |⇠n, with output ', �, ⌫ 2
Lin = L0 [ Ld [ Ln resp. Õ( ) 2 Lo. Similarly for ` = `d [ `n. In the
basic version, there is no proper defeasible inference of conditionals, i.e. |⇠�
Ld [ Ln = `� Ld [ Ln. Encoding inferential conditional relationships would
bring in defeasibility, but this extension is hardly productive. The goal is to
justify `, |⇠ semantically/conceptually, to verify the benchmarks of deontic rea-
soning, and to ensure that |⇠�L0 [ Ld matches the state of the art in default
reasoning. The handling of normative conflicts, contrary-to-duty situations,
specificity, and inheritance often relies on some kind of prioritization. BIOLs
can often do without. It is the hallmark of advanced default reasoning that the
relevant priorities can be extracted from the conditionals themselves. These are
of course to be distinguished from external preferences, e.g. reflecting authoritiy
or extra-logical legal conventions.

Some principles: Basic requirements for |⇠ are Reflexivity, Right Weaken-
ing and Left Equivalence w.r.t. `. Reflexivity holds because neither IOL nor
BIOL do question the input - it only becomes a problem if the output hides
an implicit normative modality. Note that this does not undermine the obvious
divergence between reality and ideality. Furthermore, the non-deontic output
⌘ 2 L0 [ Ld [ Ln of an input base � = �0 [ �n [ �d should be independent
from the (consistent) deontic input �n. Cumulativity holds over Lin (being
inapplicable for Lout). Our philosophy is to make implicit modalities explicit,
so we can safely assume Reasoning by Cases (OR) because there is no implicit
belief modality defeating it. Rational Monotony stands for highly speculative
reasoning, hence appears unwarranted in a normative context.

So far for now on the future of defeasible deontic reasoning and IOL 2.0.

66



Leon(’s) rules, or not?

Jan Broersen

March 12, 2018

1 Introduction

We all know Leon likes rules. And I am not now talking about the way he
manages his group in Luxembourg (quite some rules, not all of them explicit,
but all of them enforced), how he parents his children (explicit rules, but not
always thoroughly enforced and/or obeyed), or leads his life (few rules, if
any), but about his research. Input-output logic is a rule based formalism
that aims to represent obligations and permission as rules. Argumentation
is mostly studied as a game of (sets of) rules. I think it is fair to say that
Leon has always entertained the view that deontic logic is all about rules.

But, maybe rules are not everything. In this very brief note I will quickly
go through some points made by some well-known philosophers / logicians
who have claimed something to that effect. From this I will draw my con-
clusion about making AI behave responsibly on the basis of (Leon’s) rules.

2 Caroll, Wittgenstein and Kripke on rules

Already in 1895 in an article in Mind [1] the Oxford Logician and author
of Alice in Wonderland Lewis Caroll pointed out that in order to be able to
apply the central logic rule of modes ponens, we need a meta rule saying how
to do that. Caroll uses the classical dialogue of Achilles and the Tortoise to
make the point, but here I will do it using logic notation. Modus ponens is a
rule about how to interpret material implications p ! q (which themselves
are sometimes mistakenly considered to be rules). The rule reads something

like
p, p ! q

q . However, to interpret that rule we need to say what to do with
it. We could try to do that using a meta-rule: ‘if we have p and p ! q and
p, p ! q

q then we may infer q’. And we could then even try to write down

that meta-rule in a similar form as something like
p, q ! p,

p, p ! q

q

q . But
this clearly does not help us further. If we want to be completely precise,
we would also at least need to give a meta-meta-level rule dealing with the
meta-rule. We run into an infinite regress.
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Wittgenstein, in his Philosophical Investigations [4], had a related com-
plaint about rules. The following is one of the well-known quotes.

This was our paradox: no course of action could be determined
by a rule, because any course of action can be made out to accord
with the rule. The answer was: if everything can be made out
to accord with the rule, then it can also be made out to conflict
with it. And so there would be neither accord nor conflict here.
(PI §201)

What Wittgenstein tries to point out here is that interpretations of rules
(on the basis of which we can associate a particular course of action with
them) are not determined by those rules themselves. So, following a rule
is not (only) a matter of interpreting it. Rules, by themselves do not force
any one interpretation and therefore also cannot determine any one course of
action. Wittgenstein (echoing Caroll, it seems) explains that interpreting a
rule (for instance by giving a meta-level rule) is not enough for determining
their meaning.

Any interpretation still hangs in the air along with what it inter-
prets, and cannot give it any support. Interpretations by them-
selves do not determine meaning. (PI §198a)

Yet our acts are often guided by rules. How is that possible if rules
admit more than one, if not any interpretation? Wittgenstein suggests the
following.

There is a way of grasping a rule which is not an interpretation,
but which is exhibited in what we call ‘obeying the rule’ and
‘going against it’ in actual cases. (PI §201)

That does not resolve the mystery, I think, but it is a clear standpoint:
rules by themselves cannot determine how they should be interpreted, but
we humans still can say whether or not we act in accordance with them.
There seem to be strong consequences here for artificially intelligent agents,
which are entirely based on rules executed by Turing machines [3]. I will
come back to that in the conclusion.

Saul Kripke, in his 1982 book ‘Wittgenstein on Rules and Private Lan-
guage’ [2] was very impressed by Wittgenstein’s observations on the insuf-
ficiency of rules, and writes that it is "the most radical and original skep-
tical problem that philosophy has seen to date". Kripke’s interpretation of
Wittgenstein is controversial (and is sometimes referred to as the view of
‘Kripkenstein’), but that is not important now. I only want to mention here
how Kripke focussed in on the underdetermination of courses of actions by
(sets of) rules. His much discussed example is about addition. He introduces
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the function ‘quus’ defined as "if x, y < 57, then x quus y = x + y, but in
all other cases x quus y = 5".

When I respond in one way rather than another to such a prob-
lem as "68 + 57", I can have no justification for one response
rather than another. There is no fact about me that distinguishes
between my meaning plus [by "plus"] and my meaning quus. In-
deed, there is no fact about me that distinguishes between my
meaning a definite function by "plus" (which determines my re-
sponses in new cases) and my meaning nothing at all. (page 21
of [2])

Note how Kripke here talks about ‘meaning’ where Wittgenstein would
probably prefer to talk about ‘interpretation’ which for him are not the same.
Kripke ends up explaining how it is possible for rules to nevertheless guide
behaviour by pointing to their functioning in a social context: rule following
needs to meet the expectations of other users of the rule (again not very
satisfactory, I think).

3 Conclusion

The gist of this brief note is clear: according to some highly respected philoso-
phers / logicians, going against a rule or following it is not only a matter of
interpreting it according to another set of rules. Yet we humans have ways of
understanding rules and using them in our social practices. In particular we
use rules to mediate in our moral and legal practices. And here comes in the
issue of responsibility. Humans following or going against a rule are respon-
sible for doing so. The question then arises: can a Turing machine, whose
instruction table itself is nothing more than a set of rules [3], be responsible
for following or going against a rule? Obviously, a Turing machine cannot
go against the rules in his own instruction table. But, that is not even the
main point. The point is that a Turing machine dealing with a moral or
legal rule ultimately consists in a translation back to those instruction table
rules. And that goes against the observations made above; Witggenstein in
particular would say that by doing such a rule-based translation, the Turing
machine could never be doing the same thing as a human that deals with
the rule. The suggestion emanating from this is that Turing machines can-
not be responsible. Obviously, a precise argument would have to be made,
but that is a challenge now best left to a future occasion. Now for the real
conclusion. If the suggestion that Turing machines cannot be responsible is
correct, in AI all responsibility falls to the designers of the rules and their
formal semantics. So, if Leon’s work is going to be used in responsible AI
systems somewhere in the future, let us surely hope he got it right. Let us
hope that Leon’s rules rule.
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E-BOID

Mehdi Dastani

1 Introduction

Leon and I started collaborating almost two decades ago on the BOID project.
The aim of this project was to develop a computational cognitive agent ar-
chitecture with behavioural specification in terms of concepts such as beliefs,
obligations, intentions and desires. The original idea of BOID was inspired by
the BDI theory [3] but using (defeasible) rules to represent cognitive concepts.
A characteristic of BOID was the inclusion of obligation in the agent specifi-
cation such that in addition to the classical agent types such as realistic and
commitment-based types, one could specify social and selfish agents. In Utrecht
I continued working on cognitive specification of software agents, but this time
in terms of emotion. Although it is obvious that emotion plays a predominant
role in human behaviour, it was generally believed that emotion is a disruptive
force to reasoning and rationality. However, recently there are mounting evi-
dence that emotion plays an e↵ective and constructive role in human behaviour.
These evidences suggest that emotion can be utilised in building e↵ective models
for software agents with human like behaviour.

Emotion is becoming a research area in main stream computer science and ar-
tificial intelligence [24, 2, 15, 21]. New technologies in these fields allow advanced
computer systems to recognise and express emotions. Emotion is already mak-
ing its way to the game industry as the behaviour of virtual characters in games
are expected to appear increasingly convincing, social, and intuitive [13, 18].
This requires virtual characters to have an emotional state congruent with the
situations they find themselves in. At a more theoretical level researchers in
operational research, economics, and psychology are working on modelling and
formalising emotions to understand their role in human social and intelligent
behaviour in general and human decision making in particular [27, 28, 12, 16].

The rest of this document is a short overview on the literature on emotion
with which I hope to convince Leon that it may be worthwhile to start a joint
project on a new version of BOID with an emotion component. Lets call it
E-BOID.

2 A Brief History on Emotion

Studies on emotions has already been reported by the ancient Greeks. In
Rhetoric and Poetics, Aristotle emphasizes on the practical use of emotions.
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He advocates that emotion elicitation can be used in audiences of public speak-
ing and tragic drama. Aristotle analyzes several emotions in terms of the beliefs
they presuppose (e.g., anger requires the belief of being subject to wrongdoing),
their valence (e.g., anger is unpleasant), their associated actions (e.g., anger trig-
gers revenge), and their cognitive e↵ects (e.g., anger colors further judgments).

Many centuries later Descartes explains in his book, The Passions of the
Soul [11], that emotions are irrational and disruptive forces to reasoning and
rationality. He claims that emotions are the things su↵ered by our thinking
aspect. Nonetheless, emotions were recognized as serving a useful function by
directing ones thoughts and attentions to what is important and practical, and
help to motivate decent behavior and proper social life.

Emotions did not remain a subject of philosophical studies. In The Expres-
sion of the Emotions in Man and Animals [5], Darwin studied emotions and
considered them as remnants of behaviors that were once useful in our evolu-
tionary past. He used emotions to show the continuity of adult human behavior
with the behavior of infants and lower animals. Although Darwin recognized
that certain emotions may facilitate social communication, his main idea was
that emotions are involuntary and indicative of our primitive origins.

Much recently, inDescartes’ Error: Emotion, Reason and the Human Brain [4],
Damasio provides a plethora of convincing arguments and case studies showing
that when emotion is left out of the reasoning picture, as happens in certain
neurological conditions, reason turns out to be even more awed than when emo-
tion plays bad tricks on our decisions. He recognizes that emotions can be
detrimental to reasoning, but a life without emotion is a much worse fate.

3 Psychological Models of Emotion

There is little consensus among psychologists as to what exactly constitutes an
emotion and how it di↵ers from related a↵ective processes. However, this does
not mean that making broad classifications is impossible or useless. Following
Gross [17], emotions typically are seen as cognitive processes, with specific ob-
jects such as beliefs and goals, giving rise to action tendencies relevant to their
objects. Emotions are often distinguished from moods, which are more di↵use
and last longer than emotions, and impulses, which are related to hunger, sex
and pain.

In order to illustrate the function of emotions in human behavior, consider
the following scenario. Mary is working late in her o�ce to finish her important
project proposal. Suddenly she hears the fire alarm causing her to experience
the fear emotion. This experience results her suspending her current goal to
finish her project proposal and pursue the safety situation by leaving the o�ce.
In this scenario, Mary’s fear is caused because being in a building on fire is
highly unexpected and undesirable with respect to Mary’s goal to be alive. The
experience of fear updates Mary’s motivational attitude and revise her current
goal since pursuing this goal can now jeopardize more important goals.

In the so-called appraisal and coping theories of emotions various phases are
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distinguished [23, 19, 14]. According to these models of emotions, an individual
continuously appraises its situation (e.g., being in a building on fire endangers
Mary’s goal to be alive) after which emotions can be triggered (e.g., fear of
not being alive). The triggered emotions can cause the agent to experience
emotions depending on various parameters such as the level of desirability and
unexpectedness of the situation (e.g., fear is experienced because being alive is
crucial to Mary and building on fire is quite unexpected). Subsequently, the
experienced emotions update the individual’s mental state (e.g., fear for not
being alive activates the goal to remain alive), which in turn influences the
agent’s deliberation and behavior (e.g., leave the o�ce).

A well-known appraisal model of emotion is proposed by Ortony, Clore, and
Collins in their seminal book The cognitive Structure of Emotions [23]. This
model provides a clear classification of a broad range of emotions (e.g., joy, hope,
happy, pride, shame, stress, anger and relief) and it lists concise descriptions of
the conditions that triggers emotions (e.g., joy is being pleased about a desirable
event, hope is being pleased about the prospect of a desirable event, and fear
is being displeased about the prospect of an undesirable event) in terms of well
understood and formalized concepts (e.g., events, beliefs, goals and actions).
The OCC model covers emotions relative to events, actions, and objects such
that an individual can have di↵erent emotions at the same time (fear is relative
to “being alive”).

4 Formal Models of Emotion

There is already a considerable literature on formalizing the appraisal model of
emotion [8, 9, 10, 29, 22, 6, 30, 1, 15]. Some of these works have been developed
at the Utrecht University by John-Jules Meyer, Bas Steunebrink, and myself.
In these recent works, the model of emotion is grounded in the BDI model of
agency [25, 3]. This model of agency explains the behavior of a rational agent
in terms of a deliberation process that realizes a balance between the agent’s
beliefs, goals, and intentions. For example, according to a specific balance, which
characterizes the blindly committed agent type, an agent who intends to bring
about a desired state remains committed to this choice until it believes its desired
state is reached or it believes the desire state cannot be achieved any more. The
choice for the BDI model promises a direct and feasible grounding of the emotion
theory in the model of agency. Moreover, there exist computational frameworks
and a BDI-based programming languages [7] that enable us to directly specify,
design, and implement our agent model with emotion.

In our framework, as illustrated in Figure 1, we extend the BDI model of
agency with emotions in such a way that the behavior of an agent is still based
on a rational balance between its beliefs, goals, and intentions, but the agent’s
beliefs, desires, and intentions are continuously modified based on emotions.
According to this extended model, the appraisal process continuously assesses
the cognitive state of an agent based on which specific emotions are triggered.
Some of the triggered emotions are then experienced depending on the intensity
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Figure 1: AgE model: BDI extended with Emotions.

of parameters that trigger those emotions. Finally, the experienced emotions are
used by the coping process to update the agent’s beliefs, desires, and intentions
accordingly. The adequacy of our framework is shown by means of its plausible
properties. The formal details of this framework are presented in a series of
publications (see [29, 30, 31]).

Since BOID is fundamentally a rule-based agent architecture, it is not obvi-
ous how emotion could be integrated in the BOID architecture. In particular,
it is not clear how emotions can be appraised as a consequence of the internal
BOID process, which is inherently a rule application process. Moreover, it is
not clear how the coping mechanism should be integrated in the BOID archi-
tecture to realise the e↵ect of emotions on the internal BOID process. If we can
solve these two challenges, we may be able to build BOID agents with e↵ective
and realistic behaviours. Hopefully, we can start a join project to meet these
challenges.
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1 Introduction

The incessant scandals in corporate history over the years have resulted in a
lot of regulation, a phenomenon referred to as hyper-regulation[8]. This has in-
creased the cost of compliance without being very e↵ective helping firms to
comply with the law 3. AI’s approach has been to develop expert systems that
codify legal rules. The law’s approach is usually more reactionary; legislative en-
actments usually follow a scandal or innovation. Independent of each other, these
solutions have not been very e↵ective; expert systems found minimal adoption
within the legal fraternity, while the legislative process is not able to keep up
with the disruptive innovative process. This continues to inspire an irresistible
attraction between AI and Law over time. We however have to rethink how this
two fields interact if we are to develop robust e↵ective solutions towards com-
pliance. Compliance has to be re-conceptualized as the outworking process of
an ecosystem comprising the business, legal and technology domains. The busi-
ness/IT misalignment has been resolved to a large extent with the two fields
working in tandem. The IT/Law misalignment is still struggling to catch up to
this end.

1.1 The problem

At the dawn of the Internet, Lessig used four possible paradigms to depict the
regulation of the internet[4]. The illustration depicted in figure 1 shows this
from a blockchain perspective. He noted that this view was not comfortable
within the legal fraternity, who feel that the law ought to reign supreme over
the other three domains of norms, market and architecture. This indeed is the
problem; misalignment occurs when each domain works independently of the
others. It results in the business viewing compliance as process verification, IT
as the codification of legal text into rule sets, and the regulator as an outcome-
oriented binary split, you are either compliant or not. The regulator or judicial
o�cer in this case may consider themselves to own the resources that determine
compliance for a given entity. Such zero-sum thinking has been challenged with

3
See for instance, Thomson Reuters, Cost of Compliance Reports 2012-2016
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Fig. 1. Four Primary Models for Regulating Cryptocurrencies.

notions that the technology itself now ought to be considered as part and parcel
of the regulatory system. For this to happen, we need to systematize compliance
as a regulatory conversation occurring in an ecosystem comprising the business,
legal, and technology domains.

The hope is that the attraction between AI and Law, will help ease the reg-
ulatory burden in the aftermath of scandals such as Societe Generale (France),
Parmalat (Italy, The Bank of Credit and Commerce International BCCI (UK),
Enron, WorldCom (USA) and HIH Insurance (Australia). We could also char-
acterize it as a necessary and inevitable attraction given the uncanny results
when these individual fields i.e. AI, software engineering, business modeling etc,
attempt to go it alone[2].

1.2 Significance

The flame of the AI and Law attraction has been kept alive by the burgeoning
field of legal informatics. Here, there have been significant advances on di↵erent
fronts towards helping businesses avoid penalties from regulatory enforcement
actions. The penalties from non-compliance can be severe. Under the FCRA,
the US Federal Trade Commission fined ChoicePoint $ in civil penalties and
consumer redress and requires ChoicePoint to undergo biennial security audits
for 20 years from the date of the enforcement action. More recently, Google is
appealing a $2.7 billion antitrust award issued by the EU Commission for giving
an illegal advantage to its own comparison-shopping service which denied other
companies the chance to compete on the merits and to innovate which is illegal
under EU antitrust rules. It’s important to note that this investigation by the
EU Commissioner for Competition involved a review of 1.7 billion Google queries
over two years. It scrutinized how people fared when they conducted searches on
topics in which Google had a vested interest, versus those where the company
had nothing to gain. This is said to be the largest such penalty issued by the
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European Commission’s history and more than twice as large as any such fine
ever levied by the United States. In addition to civil fines and consumer redress,
penalties usually include legal fees, re-engineering costs, public harms, consumer
churn and loss of public trust.

1.3 The way forward

A new manifesto for AI and law will require that stakeholders acknowledge
the following: multiplicity of sources including legislation, jurisprudence, and
doctrine, 1:many mapping from legislation to norms, interpretation of norms,
the primacy of legal concepts over obligations, and the dynamics of how norms
are operationalized and updated. There have been many advances on di↵erent
fronts towards helping businesses avoid penalties from regulatory enforcement
actions. Web crawlers have been deployed to gather up-to-date laws from on-
line repositories. Legislative XML has been applied to structure legislation and
access it easily. Ontologies have been applied to represent legal concepts and hu-
man language technologies have been used to increase productivity i.e. ontology
extraction, classification, wikification and information extraction. These e↵orts
have been able to deliver a more realistic representation of the law. So what next
for legal knowledge management systems?

1.4 The case of the GDPR

Imagine a compliance o�cer sitting in their o�ce, trying to translate increasing
amounts of potentially relevant legislation into policies that address company-
specific business processes and concerns. What is the place of a legal knowledge
management system to help the o�cer in their compliance e↵orts? Take the
example of the now much-discussed implementation of the forthcoming General
Data Protection Regulation (GDPR). A firm needs to demonstrate that they
can categorize the nature information they are collecting, from whom (data
subjects), how it is collected processed and stored, how it is sent across borders,
and for how long it is retained within the firm. It is important to understand
that the firm will start by first understanding the legal risk in business terms
to determine if it’s a risk they can easily absorb. However, a risk of 4% of
annual global revenue or 20 million whichever is greater, cannot be ignored. They
will therefore analyse the technical risks based on their competencies i.e. their
methods, resources including technology and capabilities. This is a business-first
approach as opposed to a legal first approach. The firm will then be in a position
to determine what risk-mitigating measures to apply for without this analysis,
business executives will not understand the attendant legal risks. This calls for
a business-driven compliance strategy to manage a firm’s risk portfolio.

2 Compliance Patterns

To understand the risk in business terms, we need to begin from a high-level
information architecture modeling before drilling down to the technical value
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streams of a business. This would involve tracing all the GDPR-related infras-
tructure, business processes, policies and procedures, risks, controls, and third
parties. It would also help situate the legal risk or place it in context. It would
also help in the design of appropriate technical and organizational measures to
help mitigate the risk at hand. All this information, when designed as a regu-
latory conversation [1] would make it easier to engage regulators to help them
appreciate how a company has approached the existing legal risks. In addition,
it serves as a resource to quickly and seamlessly adapt to new regulation or to
the firm’s changing products and processes. A good illustration of this is the
Compliance Management Workflow exposed here [3].

With this in mind, we have been working towards applying norms to the
business rules that they govern using compliance patterns [5]. This has proved
an intricate process involved involving business modeling, legal interpretation
and argumentation schemes to make up the Compliance Patterns Framework
(CPF). The process begins modeling the value streams of a business using the
value management platform, a tool leveraging the Value Delivery Modeling Lan-
guage (VDML) [6]. The platform is used to support managerial decision making
and strategy exploration regarding the company’s future growth on both the
existing business model and innovation-driven business transformation [7]. The
next step is a legal risk analysis exercise where the general value stream which
an interpretive process is applied to clarify any open texture terms. The rele-
vant prescriptions are then derived, converted into system requirements using
a schema from requirements engineering, and summarized into compliance pat-
terns. The patterns help to define activities that mitigate the legal risk and that
can be applied to modify the value stream accordingly.

3 Case studies

We have tested the CPF using two case studies in Nairobi, Kenya and Turin,
Italy, see Chapter 7 in [5]. FirstLife’s technology is applied to plan and coordi-
nate civic events using open data. This raises data management concerns while
re-using public sector information (RPSI). BitPesa uses blockchain-enabled forex
platform to conduct money remittance services using bitcoin. The startup is po-
tentially in breach of Anti-Money Laundering (AML), and Know Your Customer
(KYC) regulations as there is no regulatory framework in Kenya to handle cryp-
tocurrencies. These studies show the method works, and is useful and applicable
to the target audience.

The three modules of the CPF are currently semi-formalized. We now propose
a full formalization of the CPF with regards to:

– Streamline and automate the compliance patterns generation process
– Develop a general method for quantification of legal risk by exploring natural

language processing (NLP).
– enhance the legal argumentation method in CPF with other models of rec-

onciling interpretive arguments.
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Proper�es of Traces of Externally Observable Behavior of Leon van der Torre

Farhad Arbab
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CWI and Leiden University

I got to know Leon in 2004, when he joined my group at CWI as a postdoc to work on the Archimate 

project.  He was neither a typical systems person, nor had an extensive background in the subject area of

that project: enterprise architectures.  So, even now thinking back, I cannot explain exactly why we 

thought he would be the best candidate for that posi�on and hired him!  But, I am glad we did, both 

personally and professionally. To say that his par�cipa�on in the Archimate project and his coordina�on 

of our group’s ac�vi�es with our other project partners worked out well is a great understatement.  Leon

is a solid researcher, a proli2c writer, and a true academic.  He is also a pleasant individual, a reliable 

professional, and a good friend.  

Professionally, Leon and I share a common interest in concurrent systems of autonomous en��es.  Our 

perspec�ve, though, di3er.  He primarily focuses on the beliefs, desires, and inten�ons of individual 

en��es that comprise the system: an inside-out perspec�ve that allows to infer and reason about certain

proper�es of a system that emerge out of the interac�ons of the beliefs, desires, and inten�ons of its 

Illustra�on 1: Right-to-le�: Leon van der Torre, Egberdien van der Torre, and Marcello Bonsangue, FSEN 

2007, Tehran, Iran, April 2007.
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individual cons�tuents.  I primarily focus on the observable behavior of individuals and the structural 

composi�on of the system that connects each individual in its speci2c posi�on, regardless of its internal 

structures, beliefs, desires, or inten�ons: an outside-in perspec�ve that allows to infer and reason about 

the constraints imposed by a system on the externally observable behavior of each individual 

cons�tuent, its obliga�ons, and its performance.  It is then fair to say that the interface of individual 

ac�ve en��es, where these two perspec�ves intersect, forms the shared focus of our common interest.  

I think in Leon’s work on extending BDI into BOID, the no�on of obliga�ons de2nes this interface.

Se6ng obliga�ons aside, divining  beliefs, desires, and inten�ons of an individual requires the exper�se 

of an experienced psychologist who is trained to gain insight into the psyche of a black-box. I am not a 

psychologist;  nor even play one on TV!  Therefore, I rely on my outside-in perspec�ve to summarize my 

impression of Leon, as a set of proper�es that I have dis�lled from traces of his externally observable 

behavior to which I have been exposed.  I believe that any inaccuracy in my impression would be both 

illumina�ng and  instruc�ve, as it would serve as witness to the inherent limita�ons of the outside-in 

perspec�ve when it comes to inferring insight into the innards of a black-box from outside!

I believe the two photographs in this ar�cle serve as evidence that Leon is adventurous, serious, and yet 

a kind of bon vivant. In fact, I  see Leon as one of those rare individuals who have achieved an admirably 

healthy balance between passion and detachment.  

To me, Leon seems passionate about life and about his work.  His passion makes him take both very 

seriously, and dedicate his �me and resources to them.  Without that passion, his life may have been less

ful2lling, he may have been less e3ec�ve and less proli2c in his profession, and he would have drawn 

less joy from his successes.  

I 2nd that his detachment allows him to maintain an objec�ve distance from his own passion and its 

consequences. Without that detachment, his set-backs would have been more debilita�ng, and his 

successes would have easily made him succumb to arrogance.  

Indeed, Leon remains produc�ve, successful,  but easy-going and unpreten�ous. I don’t know his secret; 

I know next to nothing about his beliefs, desires, or inten�ons. I merely note his externally observable 

behavior and his compliance with his obliga�ons.  Based on my observables, Leon seems to have met 

with Triumph and Disaster, and has managed to treat those two impostors of Kipling just the same!  

Happy 50th Leon. Live long and prosper!

Illustra�on 2: Right-to-le�: Farhad Arbab, Leon van der Torre, Egberdien van der Torre, unknown, unknown, 

unknown, Marjan Sirjani, Zhiming Liu; FSEN 2009, Kish Island, Iran, April 2009.
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On Possible World Semantics for Input Output
Logic

Guido Governatori
Data61, CSIRO, Australia

March 18, 2018

When you meet Leon at a conference two things are certain: he is going to speak
on Input/Output logic and you are going to have beer with him. So, the aim of this
paper is to �nd a nice Input/Output logic problem to discuss in front of a beer (and
one beer is not enough to solve it).

Input/Output (I/O) logic is a framework to de�ne logics, where pairs of inputs
and outputs (where the input and the output are formulas in an underlying logic) are
manipulated and interacts according to the inference rules de�ning the operational
semantics of the speci�c variant of I/O logic. An alternative interpretation is that
an I/O logic de�nes a (non-monotonic) consequence relation (let us denote it by �).
�us one can de�ne a straightforward mapping from an input output pair (� , �) to
the instance of the consequence relation � ` � , and then li�ing the mapping to the
inference rules of the I/O logic to the conditions of the consequence relation, thus
from the inference rule (where ` is the consequence relation of the underlying logic)

(�1, �1) . . . (�n , �n),�1 ` �1, . . .�m ` �m
(� , � )

to the closure condition on the consequence relation

�1 � �1 . . . �n � �n ,�1 ` �1, . . .�m ` �m
� ` �

�e second step is to use the well-known relationship between (non-monotonic) con-
sequence relations and conditional logics, where one can use the idea that a condi-
tional logic is the (iterated) self-�bring of a non-monotonic consequence relation1.
Hence we can use the mapping proposed by Crocco and Lamarre to obtain

�1 > �1 . . . �n > �n ,�1 ` �1, . . .�m ` �m
� > �

�e next step is to look at the semantics for conditional logic. A conditionalA > B can
be seen as a parametrised modal operator [A]B, and we can use a selection function

1We cannot have your birthday party without Dov, can we?
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possible world semantics for it. A frame is a structure hW , f i whereW is a non-empty
set of possible worlds and f is a function fromW ⇥2W to 2W , and the evaluation clause
for a conditional isw ✏ A > B i� f (w, | |A| |) ✓ | |B | |.

�e �nal step is to determine the conditions characterising the selection func-
tion and closures for truth sets (for each I/O logic). Here, I think we have at least
two options. �e �rst is to start from the algebraic properties of Boolean Algebra
and the properties of truth sets to create conditions; the second is to use the char-
acterisation given for restriction of inputs and to apply them to selection function.
Similarly for the restriction on the output and the truth sets of of the world where the
output/conclusion of the conditional is expected to hold.

Dear Leon, this toy note is my humble present for your 50th birthday, I’m sure
we will have a lot of fun playing with it the next time we see each other (with a good
cold beer to fuel our creativity), when we can put together all the details. �e only
problem is that we will not be able to remember them, so we have to take with us
Xavier to take notes. Dear Leon, happy birthday!
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Representation Equivalence in Abstract Argumentation

Richard Booth Miko laj Podlaszewski

Our motivation for the problem described in this abstract comes from our previous work
(see [2, 4, 7]) on judgment aggregation in abstract argumentation.The problem we studied
was as follows: given a particular abstract argumentation framework A “ pArgs ,áq consist-
ing of a finite set Args of arguments and a binary attack relation á between them, and given
a set t1, . . . , nu of agents, each one of whom submits an A-labelling Li, i.e., an assignment of
one of the labels i, o or u (standing for in, out and undecided respectively) to each of of the
arguments in Args , what should the overall group labelling of the arguments be? Formally,
the task is to define an aggregation method F , which assigns, to every AF A and every profile
of labellings L “ pL1, . . . , Lnq a collective labelling FApLq over A.

The framework A here plays the role of what in propositional judgment aggregation is
called the agenda. There have been some fascinating results from the literature there, most
notably from Cariani et al [5], showing how the particular linguistic choices made on how
to frame the agenda, i.e., which statements are chosen as atomic propositions, can have
an outsize influence on the result of aggregation. They mention as an example the 1991
debate in the German parliament about whether the parliament should move from Bonn
to Berlin. We start with the three motions (i) the parliament should move from Bonn to

Berlin (ii) the parliament and the government should not be geographically separated and
(iii) the conjunction of (i) and (ii). We can represent this in propositional logic in di↵erent
ways, depending on how fine-grained we want to be. The simplest would be to represent
(i) and (ii) by propositional atoms p and q respectively. But instead of taking q as atomic
we could have taken a more refined linguistic perspective, and introduced a separate atom
r standing for the government should move from Bonn to Berlin, thus allowing (ii) to be
written instead as the complex sentence p Ø r. A crucial thing to note is that the symbol
translation p fiÑ p, q fiÑ pp Ø rq yields a bijection between the propositional models of the
two languages tp, qu and tp, ru (it satisfies belief amount preservation, in the terminology
of Marquis and Schwind [6]). For example the model pp : f , q : tq in the first agenda
corresponds to the model pp : f , r : fq in the second. Thus the choice circumscribed by the
two agendas is essentially the same, and we could say the two agendas are representationally
equivalent. Intuitively, aggregation should be robust under such symbol translations. Cariani
et al studied this idea in the propositional case. They characterised the translation invariant
aggregation operators, and showed that this notion conflicts with other desirable postulates
such as anonymity. Our question is, what does it mean to say two argumentation frameworks

A1 and A2 are representationally equivalent?

The notion we are looking for will be given relative to a given argumentation semantics.
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ab cdef ghij klm nop

L10: uu L13: uuuu L16: uuuu L19: uuu L22: uuu
L11: io L14: iooi L17: ioio L20: ioo L23: ioo
L12: oi L15: oiio L18: oioi L21: oio L24: oio

L25: ooi

Figure 1: Five AFs with their complete labellings

Here we will focus just on the complete semantics. ComppAq denotes the set of all complete
labellings of A, while LabspAq is the set of all possible labellings over A. Figure 1 gives some
example AFs together with their complete labellings. The AF A2l2 is in essence the same
as the AF A2l because the labelling of arguments e and f is determined by labelling of the
loop cd. In a similar (but slightly di↵erent) way, even though A4l is not an extension of A2l,
in essence they present to the agent similar choice. Once decision about the labelling of a
single argument is taken, labelling of the rest is implied by complete semantics. To formalise
representational equivalence we first define a binary relation À between AFs where A1 À A2

means the labellings of A1 can be given knowing the labellings of A2 by matching relevant
arguments. To do so we need the following notation.

Definition 1 Let A1 “ pArgs1,á1q and A2 “ pArgs2,á2q be two AFs and f :Args1 Ñ Args2

any function (not necessarily a graph isomorphism) between arguments. For any labelling

L P LabspA2q we associate the labelling induced by f , f̄pLq, which assigns to each argument

a P Args1 a label by the formula rf̄pLqspaq “ Lpfpaqq. The function f̄ :LabspA2q Ñ LabspA1q
is a function mapping labellings in the opposite direction to f .

We define representational equivalence via the notion of reduction.

Definition 2 For two AFs A1,A2 we say A1 can be reduced to A2 denoted by A1 À A2

i↵ there exists a function f :Args1 Ñ Args2 such that ComppA1q “ tL1 P LabspA1q | L1 “
f̄pL2q for some L2 P ComppA2qu. We denote the symmetric closure of À by u. If A1 u A2

then we say A1 and A2 are representationally equivalent.

Under this definition, the AFs A2l, A2l2 and A4l are all representationally equivalent. A2l

can be reduced to A2lf1 but not conversely. Framework A3dl cannot be reduced to any of
the previous frameworks because it has more complete labellings. Any previous framework
cannot be reduced to A3dl because any pair of arguments in A3dl can be labelled at the same
time o or u, while in the previous frameworks any two arguments either can be labelled at
the same time u or can be labelled at the same time by all three labels.
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We can mention a couple of observations about this definition. First, the relation À is
reflexive (take f “ id) and transitive (take composition) so that it forms a preorder over
AFs. Secondly, if A1 and A2 are graph-isomorphic (a purely syntactic form of equivalence)
then they are representationally equivalent. As our examples above show, the converse is
not generally true. It remains to be seen whether a purely syntactic characterisation of
u exists. Another interesting open question is whether it’s possible to define a canonical
representation of each u-equivalence class.

Returning to our initial motivation of aggregating labellings, we can now formulate a
postulate of Representation Independence on aggregation methods. We write A1 uf,g A2 to
indicate that f :Args1 Ñ Args2 and g:Args2 Ñ Args1 are the mappings by which Args1 can
be reduced to Args2 and vice versa.

(Representation Independence) If A1 uf,g A2 then rFA1pLqspaq “ rFA2pḡpLqspfpaqq
This postulate expresses that, for any argument a P Args1 and anyA1-profile L, the collective
label of a should be the same as that of the corresponding argument in the equivalent
framework A2, given the agents submit the corresponding labellings.

The questions now are whether this postulate carries the same strength as its counterpart
in the propositional case [5], and whether it can be satisfied by any of the aggregation meth-
ods we have previously defined such as the interval methods [2]. We conjecture that at least
a variant of the above postulate can be attained for some of the distance-based aggregation
methods we previously defined [4], specifically those based on the issue-based distance [3]. Fi-
nally it would be interesting to examine the relationship between representation equivalence
and other forms of equivalence between AFs such as strong equivalence [1].
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In the current public debate, fake news is accused of being one of the biggest threat to democracy.
The danger is perceived to be so real that governments are calling for legislative measures. In
Europe, Germany’s anti-fake news, the Network Enforcement Act, took effect January 1st, and
French President Emmanuel Macron promised to enact a law to ban fake news.

Yet, as several noticed, the fake news always existed. According to Pope Francis, the first
example of fake news is to be found in the Biblical story of the serpent who tempted Eve, with the
disastrous effects that this led to for the whole humanity. Tracing the history of fake news [4], we
are reminded that back in the XVI century, satire was used to manipulate the pontifical elections.
When Cardinal Giulio de’ Medici, Pietro Aretino’s patron, ran for the papal throne, Aretino wrote
caustic sonnets about his patron’s competitors, giving rise to a new genre (the ‘pasquinade’) of
filthy and usually fake news about public figures.

Research on fake news mostly focuses on fake news detection methods (as in [2]), whereas
little theoretical investigation exists yet. Some journalists claim that this term should be avoided
because too vague and encompassing different forms of misinformation and disinformation (like
lies and deception) and a too big spectrum of motives (amusement, entertainment, economic in-
centive, desire to influence the public debate, etc.). First Draft [7], for example, identified seven
distinct types of misinformation and disinformation. Yet, others think that the distinctive feature
that characterizes all these phenomena is spreadability [6].

Though seen vastly as a negative connotation, in some cases being associated with fake news
could become desirable. After President Donald Trump tweeted he would be assigning awards to
“the most dishonest and corrupt media awards of the year,” Late Show host Stephen Colbert placed
a bid for a nomination. He justified his decision by saying that “Nothing gives you more credibility
than Donald Trump calling you a liar”.

Interestingly, argumentation theory seems to be a good tool not only for casting some light on
the different classes of misinformation and dishonesty [1] but also to provide a remedy against fake
news. The inoculation of counter-arguments could make people resistant to future disinformation,
exactly like vaccines protect against future viruses [3].

If Pope Francis’ words and the worries of countries like Germany and France are not enough
to convince us about the urge to work on this topic, I would like to conclude by recalling Philip K.
Dick’s warning in a speech titled “How To Build A Universe That Doesn’t Fall Apart Two Days
Later” [5]:

[T]he bombardment of pseudo-realities begins to produce inauthentic humans very
quickly, spurious humans – as fake as the data pressing at them from all sides. [. . .]
Fake realities will create fake humans. Or, fake humans will generate fake realities and
then sell them to other humans, turning them, eventually, into forgeries of themselves.
So we wind up with fake humans inventing fake realities and then peddling them to
other fake humans. It is just a very large version of Disneyland.

1“Half of this article is true” was a footnote to a malicious gossip in Le Gazetier Cuirassé ou Anecdotes scan-
daleuses de la Cour de France published in 1771. The reader’s job was to find out which half was the truthful one.
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Some Open Issues in Argumentation and KR

Martin Caminada

January 2018

1 Introduction

One of the advantages of working in Leon’s group is the wide range of strong researchers
one gets to work with. Looking back at it, the time I spent in Luxembourg was one of
the most fruitful periods of my career, and it was through Leon that I learned what a
strong research group should look like.

Although it was a productive time when it came to publications, there were also a
few research problems that I found di�cult to tackle. The first problem has to do with
argumentation and explainability, especially on how to use discussion as a way to ex-
plain argument-based entailment. The second problem has to do with the philosophical
concept of knowledge, and the role of argumentation theory. The third problem has to
do with how to actually define progress in KR (and in formal argumentation theory in
particular). In the following sections, these points will be elaborated on.

2 Argumentation and Discussion

The key idea of KR, and of symbolic AI in general, is to represent knowledge in a formal
but human readable way, which can be used as a basis of well-defined reasoning. An often
mentioned advantage of symbolic AI (e.g. rule-based reasoning, non-monotonic logic,
formal argumentation theory) above non-symbolic AI (e.g. neural networks and deep
learning) is the fact that the reasoning of non-symbolic AI tends to be opaque whereas
the reasoning of symbolic AI could in principle be explained. Although explainability
is potentially a huge advantage, the devil is in the details. One particularly tricky issue
is: to whom should symbolic AI be explainable? The current answer that tends to
be predominant in the KR community is that explainability should be aimed at other
members (often mathematicians) of the KR community. After all, when one submits a
KR related paper, this will most likely be reviewed by other KR researchers, who will
apply their own intuitions on whether the work satisfies criteria like significance and
relevance. However, in order for applications to really take o↵, what matters is not
explainability for other KR scholars but explainability for the end users of the systems
KR tries to assist implementing. No doctor will blindly follow the advice of a knowledge
based system unless he has at least some idea how the advice came about and is able to
somehow assess the correctness of it.

As an example, in the domain of non-monotonic reasoning, formal argumentation
theory has been introduced as a way to come closer to human reasoning [6]. However,
most of the argumentation semantics have originally been stated in a highly technical
way.1 A more promising approach is to express argumentation semantics in the form of

1
like “the minimal fixpoint of the monotonic function F : Ar ! Ar such that F (Args) = {A 2 Ar |

A� ✓ Args+}”
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formal discussion, such that an argument is accepted i↵ a proponent of this argument
is able to “win” a discussion for it [2].

One of the key problems is that in order to make such a discussion feel natural, one
would have to adopt the principle of unrestricted rebut [3] which has been shown to
satisfy the rationality postulates [3] only under a combination of grounded semantics
and rule preferences that are either completely empty or form a total pre-order (thus
ruling out the possibility of a proper partial order). The challenge would be to lift these
restrictions and to come up with a formal discussion protocol that is not only sound
and complete regarding argument acceptance, but also yields a discussion that the user
perceives as natural and convincing, while at the same time being powerful enough to
work with a wide variety of knowledge bases (for instance, a knowledge base where the
ruke strengths form a partial pre-order). It is this challenge that is in my view the most
important open research issue in formal argumentation theory.

3 Argumentation, Knowledge and Informedness

Knowledge, from a philosophical perspective, can be defined as justified true belief.
However, the most popular logical formalisms for reasoning about beliefs (modal logic
with a KT45 axiomatization) cannot deal with the concept of “justified” and therefore
implements the more basic notion of “true belief”. However, for quite some practical
purposes, even the notion of “justified belief” can be more important than that of “true
belief”.2

Justified belief, unlike true belief, allows for various grades. This would make it a
suitable concept to be modelled in terms of formal argumentation, as a belief can be
regarded as more justified when it is based on a superset of relevant arguments. However,
when one attempts to work out this idea in more detail, some of the obvious candidates
for formalisation all have their shortcomings, as is indicated by various examples that
yield counter intuitive outcomes [4]. The question of how to use formal argumentation
theory to model the concept of justified belief is therefore still an open (and relevant)
research issue [4].

4 On the Issue of Progress in KR

Many years ago, when I was still working on my PhD thesis, one of the things that I could
not get my head around was the precise nature of Assumption-Based Argumentation
(ABA) [1]. Although “normal” Dung-style argumentation was based on a graph, there
appeared to be no such graph in ABA. Sure, it was possible to translate ABA to standard
Dung-style argumentation, but what about the nature of ABA itself? It would take quite
some years before I was able to return to this question. It turned out the answer was
surprisingly simple: ABA is in essence Logic Programming.

In a recently published paper [5] it is shown that there is a straightforward way to
translate an ABA framework to a logic program. In essence, the idea is to translate
an ABA rule a  b, c, �, ✏ (with �̄ = d and ✏̄ = e) to a logic programming rule a  
b, c, not d, not e. When doing so, the complete (resp. preferred, stable, grounded and
ideal) assumption labellings of the original ABA framework to coincide with the 3-valued
stable (resp. regular, 2-valued stable, well-founded and ideal) models of the associated
logic program. As such, it turns out that ABA is essentially logic programming (using
1990s LP semantics) with a slightly non-standard notation.

2
For instance, when holding someone to account for a particular action whose consequences turned

out to be bad, what matters is not so much whether his beliefs were true, but that they were justified

at the time the action was taken.
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To make the point, suppose one were to define a logical system called GF around the
values G and F and logical connectives E , O and N , and that one would start publishing
about this in respectable journals. Suppose further that it is subsequently discovered
that actually, there exists a trivial translation from GF to standard propositional logic
by substituting true for G, false for F , ^ for E , _ for O and ¬ for N . Doesn’t the
trivial translation from GF to propositional logic mean that GF is nothing more than
propositional logic with a bit of non-standard syntax? However, the recently obtained
translation from ABA to LP raises precisely the same questions for ABA. For instance,
one might wonder why nobody noticed this equivalence before, and whether the various
ABA work that has been published over the years would also have been accepted had
the authors chosen to present their work as plain logic programming.

On a more general level, there are also some tricky questions about the nature of
progress in KR. Whereas in natural sciences, progress means a better understanding of
the objective world, what precisely is it that constitutes progress in KR? Does progress
simply mean that someone invents yet another formalism and starts to prove some
properties of it? What if this formalism is actually equivalent with another formalism?
What if it lacks any philosophical underpinning regarding the concepts it aims to model?
What if its claim to “intuitiveness” appeals to only a select group of mathematically
skilled people, with very few lay persons being able to figure out what is going on? If
KR is ever to make any serious impact, some clear idea of what progress actually means
would be highly desirable.
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Even though this would never ever transpire from one of Leon’s talks, De-
ontic Logic has always su↵ered a bit of an inferiority complex against other
branches of logic. I do not know where that comes from but I humbly advance
the hypothesis that the root of this low morale is in how swiftly and stubbornly
deontic logicians—and Leon as a first-class o↵ender among them—have always
tried to get rid of any paradox possibly dropped in front of them. Papers,
books, and even Stanford Encyclopedia and Wikipedia entries are full of such
paradoxes: Ross’s paradox, Chisholm’s paradox, The Good Samaritan’s para-
dox, the Gentle Murderer Paradox, and no doubt I am failing to mention many.
But despite what deontic logicians in the introductions to their papers some-
times try to make us—and especially reviewers from other fields—believe, no
such paradox has actually stood the test of time. Contemporary Deontic Logic
is clearly longing for some real stubborn, troublesome, nasty paradox. In logic,
we all know that: no paradox, no party. So my little gift to Leon is a little
paradox for (hopefully) a big party: the Anarchist’s paradox.

Ok, so let me introduce some rudimentary notation:

!p (1)

denotes the norm “bring about p” or, more simply, “do p”. And let me use
variable n to refer to generic norms, like (1).

Now when many such norms are put together (e.g., in some form of normative
code), we are also used to expressions of the type “comply with ‘this or that’
norm”, or “do what ‘this or that’ norm commands”. So let us denote with pnq
the unique identifier of norm n, and we can then formulate norms of the above
type:

!pnq “comply with the norm called pnq” (2)

More intriguingly, we all have experience of norms demanding other norms not
to be followed: “do not comply with ‘this or that’ norm”. Using some form

∗N.K. = Normative Kingdom (a.k.a. the Grand Duchy of Luxembourg)
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of negation ⇠ to represent non-compliance, we could symbolize this sort of
statements as follows:

⇠!pnq “do not comply with the norm called pnq” (3)

One might argue that any self-respecting, only moderately complex, norma-
tive system should be capable to reference its own bits and pieces in the way
(2) and (3) above suggest. Such are for sure moral codes, and the object of this
(very) brief note is the anarchist’s core precept:1

8n ⇠!pnq “do not comply with any norm” (4)

where 8 is the usual universal quantifier, now quantifying over norms (or al-
ternatively over norm identifiers). The problem the anarchist (or, rather, the
stereotypical anarchist) does not realize is that (4) is actually a norm. Let us
write it down in our notation:

a = 8n ⇠!pnq (5)

So in particular, the anarchist’s norm demands:

⇠!paq (6)

And in just the same way in which we remain puzzled in front Pinocchio telling
us “my nose grows after I say this”,2 we are left staring at the anarchist and
thinking “what does he want me to do?”. But that was probably to be expected,
as in a famous anarchist’s very own paradoxical words [3]:

I am an anarchist
Don’t know what I want
But I know how to get it
I want to destroy the passerby
’Cause I want to be anarchy
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Discussion(with(Leon(on(Argument(Strength(
January February 2018 

 
//////Dov says 
Abstract: Strength of argument against attack in the context of information input 
Theme: argument strength is not numerical of any sort but is logical robustness against attacks in the 
context of the attack as information input. 
 
Claim 1: What is commonly known as numerical strength is not strength but should be viewed as just 
a label to be used in computing extensions. The framework in which to model the variety of strength 
of attack models in the current literature is LDS (Labelled Deductive Systems)   
 
To remind you, the idea of LDS is to replace the declarative unit of say propositional logic (such as 
the wff A), by a declarative unit with a label (such as t:A)  where the label comes from some algebra 
or another logic. The label can represent additional information from the meta-level that is brought 
into the object level. Then instead of manipulating basic units of the form “A” we manipulate basic 
units of the form “t:A”. 
 
Applying this recipe to formal Dung argumentation, we look at a directed graph (S,R)  whose basic 
units are elements a in S and  (x,y) in R, so these become  t:a  and s:(x,y), or graphically a1→a2   is 
replaced by  (t1:a1) → ! (t2:a2). We can get an idea of how to manipulate such networks by 
translating it to LDS version of classical logic. This is the methodology of “logic by translation”. Few 
principles are immediately clear. 
1.1 The labels can also be attacked. they are part of the declarative unit. 
1.2  The labels could be anything logical/mathematical such as numerical value, probability, another 

argument, a database, a logical theory, time, source etc even an entire argumentation network. 
1.3 And the process can be iterated, labels of labels etc. All as is done in my books LDS (OUP 1996) 

and fibred semantics (OUP 1998).  
1.4 A complete extension is a set of declarative units, in other words labelled arguments. 
1.5 I admit this is very general but it can be tailored for what we want for argumentation. 
 
Claim 2: Argument strength is logical robustness facing attacks as logical input. It is best handled 
within a framework of evolving temporal argumentation. 
 
This is best explained by an example. 
X: I am not a sex offender. 
B: X was seen groping his secretary. 
 
Clearly in the above state of information we have that B attacks X.  X defends himself, saying X’: 
 
X’:  My secretary is my wife 
 
Clearly X+X’  attack B. 
 
However, B does not let go and checks the employment records and continues with B’: 
 
B’: the secretary is not registered or reported as X’s  wife 
 
Clearly B’ attacks X’,  
To this X answers with X’’: 
 
X’’ : The secretary is indeed my wife. I kept it a secret because it is a tax dodge, there is less tax 
deduction for my wife’s employment.  So I am not a sex offender, just a tax dodger. 
Clearly X’’ attacks B’ 

3737



 
The above exchange of attacks is a case of information input.  Note that X+X’+X’’+ B + B’ are all 
consistent together. 
 
There is the question of how to model this, with or without labels, but this is not important here. The 
more relevant is to the question of strength of attack. 
2.1 Clearly information input can be an attack. (It can also be support depending on the context, see 
my paper on information input). 
2.2 The strength of argument is dynamic and depends on Robustness relative to possible new 
information coming. 
 
Let me give you an example from an idea of the Phd Thesis of my student Sanjay Modgil 
I say  
(*) All insurance salesmen are crooks. 
To attack (*) and defeat it you need the information input of one counter example. Smith is an honest 
insurance salesman. 
Sanjay will deal with this turning (*) into a defeasible rule and say that Smith is an exception. 
The fact is that (*) considered as a defeasible rule  is very strong. The more you give me 
counterexamples the more I say this is an exception. 
To really kill this rule maybe I need to record the all the licensed insurance salesmen and all the 
exceptions. 
Think of an argument that the prime minister should resign because of a scandal. The strength of an 
argument in politics fades in time. Survive the next few days and you are ok. 
 
 
//////Leon says  
 
Hi Dov 
 
Your example can be modeled naturally by ASPIC+ (support, conclusion)  
(T,X) only conclusion 
(B,~X) standard rebut 
(X’,not(B,~X)) standard undercut 
(B’,~X’) standard undermining 
(X’’,not(B’,~X’)) standard undercut 
 
Where does strength come in? 
 
//////Dov says 
 
Leon 
The following are my comments on your very good observation. 
The exchange is described relative to a background non monotonic theory, with ⋀, ¬, and non 
monotonic consequence →. The theory is Ω: 

 
Ω = { (B’ ⋀ X’’ → X’), (B’ →¬X’), (B⋀X’ → X), (B→¬X)} 
 

And the inference rules are modus ponens and Donald Nute’s defeasible principle that a more specific 
rules wins over a less specific rule. What you describe in Aspic+, is indeed input into this theory Ω to 
achieve the desired conclusion 

 
(A) (T,X) only conclusion, namely  {T→X} 

 
(B) (B,~X) standard rebut, namely,  {(B→¬X), B} 
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(C) (X’,not(B,~X)) standard undercut , namely , { (B⋀X’ → X), (B→¬X), B,X’} 
 

(D) (B’,~X’) standard undermining, 
namely,                                                                                                                                      { 
(B’ →¬X’), ( B⋀X’ → X), (B→¬X), B,X’,B’} 
 

(E) (X’’,not(B’,~X’)) standard undercut, namely, 
 
{ (B’ ⋀X’’ → X’), (B’ →¬X’), ( B⋀X’ → X), (B→¬X), B, X’, B’, X’’} 
  

So the idea of information input gives more legitimacy and support to Aspic+. It is a special form of 
information input. Ordinary people find aspic+ too complex but information input is very intuitive, 
everybody uses it. 
You ask, where does strength come in? 
A body of information is stronger if 
1 it can absorb more information input but still retain its conclusions 
2 when attacked it can counter-attack sending information back 
3 its attack can kill or just weaken its attackers selectively 
4 the following is a theory that no matter what input it receives, it still deduces the conclusion x 
       4.1 language contains infinite atoms x and  a1, a2, …… 
       4.2 a literal  has the form y and ¬y where y is an atom. Agree that ¬¬y =y 
       4.3  rules have the form Body →y, where Body is a conjunction of literals and y is a literal 
       4.4 for any rule , Body →¬y,  let a PROTECTING (defeating attacks) rule for y be the  rule 

(z ⋀Body) →y, where z is the first letter atom in the sequence a1,a2,… not appearing in the rule 
Body →¬y. 

 Call z the “protecting  specific literal”  of the rule Body →¬y. 
THE IDEA BEING THAT WE WANT TO PROTECT THE CONCLUSION y. 
So for any rule 
Body →¬y 
We add a more specific rule 
(z ⋀ Body) →y 

     4.5 Let Ω be the infinite theory which contains a defeating rule for any possible rule Body →y, as 
well as its defeating specific literal, together with the atom x. Then no finite theory input can 
change  the conclusions of Ω. It is infinitely strong.  
 
You ask 
What’s the advantage/difference of modeling it as information input?  
 
Advantages 
1 very widespread in practice 
2 information input attacks can simulate /represent Dung formal argumentation, as well as other 
formal Dung like extensions.  
3 allows for natural temporal modelling and suggest realistic formal temporal extensions of Dung 
4 allows new interpretation of support. Support (I.e information input as support) can enable attacks, 
including triggering counter attacks  
Consider the Prolog  databases  β1 = {¬a⋀c →x, ¬c→y} , β2 = {¬x → c} 
β1 can prove y. β2 can attack β1 by sending the information c and thus killing y. But in doing so β1+c 
can now prove x and counter attack killing c. 
The network  β1⟷β2 has the extensions both out ( both can prove no literals ) or both undecided. It 
truly requires infinite sequences like in our recent paper with Tjitze. 
  
(
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Reasoning about Justified Beliefs from Arguments
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In epistemic logic and epistemology, the notion of justification plays a key role in the analysis of
knowledge and belief. In epistemology, the general definition of knowledge as justified true belief is
problematic ever since the seminal publication of Gettier’s two counter–examples in 1963. Identifying
the criteria that determine whether a given justification is sufficient to consider that the belief it supports
is in fact knowledge has since then taken a prominent place in epistemology [5]. These criteria can
bear either on the ‘internal’ structure of the arguments that justify our beliefs or on ‘external’ data that
we, as epistemic subjects, do not necessarily have access to (leading to a debate between internalists
and externalists). In epistemic logic, Artemov [1] proposed an influential formalization of the notion of
justification, based on Gödel’s logic of proof. However, the notion of justification stemming from this
contribution is close to some sort of mathematical proof and the language used to define justification
(terms) is constrained and, arguably obviously, not very intuitive. We propose in this note to define and
analyze justifications thanks to the concepts that have been developed in abstract argumentation theory
[4]. Indeed, ‘justifications’ and ‘argumentations’ are closely related notions (even if an argumentation
implicitly involves some sort of explicit interaction) and Dung’s theory provides a wealth of concepts
and methods for defining and studying them. We recall the basics of that theory and epistemic logic in
Sections 1 and 2 and introduce our combination in Section 3. This note is self–contained.

1 Basics of Abstract Argumentation Theory

Abstract argumentation theory [4] studies criteria for tenability of positions in argumentation. Its key
structures are directed argumentation graphs G = (U ,R) where U is a non-empty set of arguments and
R is a binary relation such that aRb (standing for (a, b) 2 R) is interpreted intuitively as saying that
argument a ‘attacks’ (‘is stronger than’) argument b. A basic question is: given an argumentation graph,
which set of arguments can be rationally accepted ? Answers give rise to different characterizations of
‘rational’ sets of arguments and we call here these different types of accepted arguments justification types

(they are usually called argumentation semantics). From a formal point of view, this leads us to introduce
labellings over argumentation graphs in order to pinpoint some rational set of accepted arguments. A
labeling is a map l that assigns to each vertex a 2 U of an argumentation graph a value in {i, o, u}.
Intuitively, l(a) = i reads as ‘argument a is accepted (or in, under l)’, l(a) = o as ‘argument a is rejected
(or out, under l)’, and l(a) = u as ‘argument a is neither accepted nor rejected (or undecided, under l)’.
A labeling l is admissible (complete) if it satisfies conditions (i)� (ii) (resp. (i)� (iii)): for all a 2 U ,

(i) if l(a) = i then R�(a) ✓ l

�(o);

(ii) if l(a) = o then l

�(i) \R�(a) 6= ;;

(iii) if l(a) = u then l

�(i) \R�(a) = ; and l

�(u) \R�(a) 6= ;;
⇤I thank Philippe Besnard for discussions.
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where for all a 2 U and all x 2 {i, o, u}, R�(a) , {b 2 U | bRa} and l

�(x) ,
�
a 2 U

��
l(a) = x

 
.

The set of all complete (admissible) labellings of G is denoted �
C

(G) (resp. �
A

(G)). One can show
that accepted arguments of admissible (and in particular complete) labellings l are conflict-free: for all
a, b 2 U such that l(a) = l(b) = i, it is impossible that aRb. One can also prove that complete labellings
also satisfy the converse of each of (i) � (iii). A labeling is grounded (preferred, stable, semi-stable) if
it belongs to the set �

g

(G) (resp. �
P

(G),�
S

(G),�
s

(G)) defined as follows:

�

g

(G) ,
�
l 2 �

C

(G) | l�(i) ✓ l

0�(i) for all l0 2 �

C

(G)
 

(Grounded)

�

P

(G) ,
�
l 2 �

C

(G) | l0�(i) ✓ l

�(i) for all l0 2 �

C

(G)
 

(Preferred)

�

S

(G) ,
�
l 2 �

C

(G) | l�(u) = ;
 

(Stable)

�

s

(G) ,
�
l 2 �

C

(G) | l�(u) ✓ l

0�(u) for all l0 2 �

C

(G)
 

(Semi-stable)

Thus, �
g

(G) ✓ �

C

(G) and we can also prove that �
S

(G) ✓ �

P

(G) ✓ �

C

(G). The set of justi-

fication types considered in this paper is T , {C, g, P, S, s}. However, the conditions above do not
provide us means to actually construct sets of accepted arguments. These can be computed thanks to
the (increasing) acceptance function associated with an argumentation graph: for all S ✓ U , we de-
fine F(S) , {a 2 U | for all b 2 U , if bRa then there is c 2 S, cRb}. Intuitively, F(S) are all the ar-
guments of U that are ‘defended’ by some argument in S. Arguments accepted by admissible (com-
plete, grounded) labellings are conflict–free sets S ✓ U such that S ✓ F(S) (resp. S = F(S) and
S =

T�
S0

��
S0 = F(S0)

 
). Hence, the grounded labeling �

g

(G) always exists and its set of accepted
arguments is unique and consists in the arguments accepted by all complete labellings.

2 Basics of Epistemic Logic

Let P be a set of propositions. We define the epistemic language L based on P by the following grammar:
' ::= p | ¬' | (' ^ ') | ⇤' where p 2 P. We use the following usual abbreviations: ? , p ^ ¬p
(for some arbitrary p 2 P), > , ¬?, ' _  , ¬(¬' ^ ¬ ), ' !  , ¬' _  and 3' , ¬⇤¬'. The
formula ⇤' reads as ‘the agent knows (or believes, depending on the semantics considered) that ' holds’
and the formula 3' reads as ‘the agent considers it possible that ' holds’. Formally, an epistemic model

is a tuple M = (W,R, V ) such that W is a non-empty set, whose elements are called possible worlds;
R ✓ W ⇥W is a binary relation on W called the accessibility relation; and V : P ⇥W ! {T,F} is a
mapping called a valuation assigning to each proposition p 2 P and possible world w 2 W a truth value
V (p, w), either T or F. We write w 2 M for w 2 W , and (M,w) is called a pointed epistemic model.
It captures how the actual world represented by w is perceived by the agent. The class of all pointed
epistemic models is denoted E . The relation |=✓ E ⇥ L is defined inductively by the following truth
conditions (we write M,w |= ' for ((M,w),') 2|=): M,w |= p iff V (p, w) = T; M,w |= ¬' iff not
M,w |= '; M,w |= ' ^  iff M,w |= ' and M,w |=  ; M,w |= ⇤' iff for all v 2 R(w), M, v |= '.
Hence, ⇤' holds in a possible world when ' holds in all the worlds the agent considers possible (from
that world). ' is valid when for all pointed epistemic models (M,w), we have M,w |= '.

3 Combining Argumentation Theory and Epistemic Logic

The language of our justified epistemic logic is the same as the epistemic language L, except that the
epistemic operator is indexed by a set of justification types X ✓ T. Then, ⇤

X

' reads as ‘the agent
knows (or believes, depending on the semantics considered) that ' holds on the basis of a justification of

type X’. Our main ideas are to view the propositions of P as the arguments of an argumentation graph
and to view the admissible (P–)labellings of this graph (of justification type x 2 T) as valuations of
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propositional logic (of justification type x). Formally, a P–labeling is a labeling l of an argumentation
graph such that P ✓ l

�(i) [ l

�(o) and a P–argumentation graph is an argumentation graph for which
there is an admissible P–labeling. Note that a P–argumentation graph may contain arguments which are
not in P: some propositions of P may need some arguments outside the current vocabulary to be justified.

Given a P–argumentation graph G = (U ,R), the epistemic model associated with G is the epistemic
model M

G

= (W,R, V ) defined as follows: the set of possible worlds is the set of admissible/complete
P–labellings W ,

�
l 2 �

C

(G)
�� P ✓ l

�(i) [ l

�(o)
 

(complete and admissible P–labellings coincide
when restricted to P); the valuation V : P ⇥ W ! {T,F} is defined by V (p, l) , T iff l(p) = i; the
accessibility relations R

X

,
�
(l, l0) 2 W ⇥W

�� C
X

 
is defined by a condition C

X

that can take various
forms (some are discussed below). This condition is intended to capture the fact that the labellings l and
l

0 are in a certain sense ‘consistent’ or ‘compatible’ with respect to the justification types of X . The
satisfaction relation is then defined like in the previous section except for the inductive modal case ⇤

X

'

for which we state M

G

, l |= ⇤
X

' iff for all l0 2 W such that lR
X

l

0, we have that M
G

, l

0 |= '.
We propose below three definitions of C

X

, giving rise to three intuitive readings of the operator ⇤
X

':

C1
X

: ‘for some x 2 X , l0 2 �

x

(G)’
⇤

X

': ‘the agent believes ' on the basis of a justification of type X , possibly correct or incorrect’;

C2
X

: ‘for all x 2 X , if l 2 �

x

(G) then l

0 2 �

x

(G)’
⇤

X

': ‘the agent believes ' on the basis of a correct justification (if the actual one is in X)’;

C3
X

: ‘for all x 2 X , if l 2 �

x

(G) then l

0
/2 �

x

(G)’
⇤

X

': ‘the agent believes ' on the basis of an incorrect justification (if the actual one is in X)’.

If X = T then the actual justification type is always in T and the belief of ' in ⇤T' is in fact always
a true belief for conditions C1

T and C2
T. Also, the relation RT induced by C1

T is an equivalence relation
and the relation induced by C2

T is a reflexive, transitive and confluent relation (whose kernel is �

g

(G)).
Hence, the justified epistemic logic based on the modality ⇤T that we obtain if we take condition C2

T
validates (at least) all the theorems of the calculus S4.2. As it turns out, this epistemic logic has been
identified as a central and significant logic for reasoning about knowledge [2]. Besides, if we interpret
the modality ⇤T' simply as ‘the agent knows that ' holds’ then, according to our intuitive interpretation
of C2

T, knowledge still equates justified true belief, like in the classical pre–Gettier analysis of knowledge.
However, the relation between the justification and the actual world is made more precise since it is
guaranteed in all cases to be correct, in the sense that the justification of the belief will always correspond
to the one underlying the actual state of the world. Hence, our work opens new perspectives for addressing
epistemological problems from a formal point of view, like the famous ‘Gettier problem’ [5]: we are now
able to relate formally the notions of truth, belief and justification in a precise and modular manner.
However, note that we have not yet fully exploited the structure of the argumentation graph G on which
justifications are based. To study the internal structure of justifications, we could use Leon’s logic [3].
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Reasoning autonomy
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The dream of building an intelligent machine is part of our aspiration as humanity. One of
the goals of artificial intelligence, the discipline in charge of making us intelligent machines, is to
study and create intelligent behaviour in artefacts Nilsson [1998]; Russell and Norvig [2003]. Much
has been discussed about what does it mean for a machine to be intelligent, let us cite Turing
Turing [1950] and leave the reader to follow the literature threads from there. In contrast to this
abundance on how does a machine intelligence measure up to that of a person, the equally complex
and accompanying concept of autonomy has “slid unnoticed”. The goal of this essay is to draw
attention to autonomy and how little we concerned with building intelligent machines are able to
offer on this topic.

The concept of “autonomy” is very poorly understood when applied to people, that autonomy
shares with intelligence. However, unlike it is the case with intelligence, there appears to be no
dispute that the way machines1 are autonomous is different than the way people are autonomous.

Etymologically, autonomous derives from ancient Greek with auto meaning self and nomos
meaning law. The use of the concept to individuals is a rather new historical development. Au-
tonomous originally applied to social structures like cities and states, which consisted of members
that lived according to their own custom and convention specific to their common environment
White [2012]. To be autonomous is to be self-governing. The concept of autonomy is perhaps
best developed in the field of bioethics, where autonomy is defined as “self-determination that is
free from both controlling interferences by others and personal limitations preventing meaningful
choice (such as inadequate understanding or faulty reasoning).” This field is also where one can
see arguments that we do not understand autonomy sufficiently Walker [2008]. Among else Walker
[2008] argues that the definition of autonomy in particular fails to describe how one can identify
nonautonomous actions and choices and it fails to identify features of actions and choices, which
makes them autonomous or nonautonomous. It is these failures too that need to be addressed
when one considers autonomy in the context of artificial intelligence as well.

“A rational agents should be autonomous” is declared in Russell and Norvig [2003]. They,
however fail to identify the features that make agents autonomous and argue only that an agent
is not autonomous when it relies only on the prior knowledge of its designer rather than its own
information about the environment. Autonomy in machines in general is understood immediately
to be less as that of people as limited self-direction towards goals of external origin White [2012].
This makes sense if we consider the main motivation of making intelligent machines - to do our
bidding. There is a curiosity factor to a vacuum cleaner that refuses to clean the floor, but one
would tire of it quickly when the dirt piles up.

For all the lack of precision, there seems to be a consensus that autonomy is somehow a function
of how much does a machine’s action depend on explicit information and rules given to it by its
designer. Here we can immediately observe that while we speak of autonomy as an atomic property
when applied to people, we cannot avoid to speak of levels of autonomy when the concept is applied
to machines. These levels are perhaps best differentiated in engineering.

The UK Royal Academy of Engineering defines four categories of autonomous systems with
respect to what kind of user input the system needs to operate and how much control the user
has over the system. We describe their four different grades of control Dyrkolbotn et al. [2017].
The Royal Academy of Engineering considers all four categories continuous, as in the autonomous
systems can fall in between the described categories:

• Controlled systems are systems in which the user has full or partial control of the operations
of the system. An example of such a system is an ordinary car.

1I use the term machines as a moniker for all computational and man created artefacts including, but not limited
to software, hardware, and mathematical models.
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• Supervised systems are systems for which an operator specifies operation which is then exe-
cuted by the system without the operators perpetual control. An example of such a system
is a programmed lathe, industrial machinery or a household washing machine.

• Automatic systems are those that are able to carry out fixed functions from start to finish
perpetually without any intervention from the user or an operator. An example of such a
system is an elevator or an automated train.

• An autonomous system is one that is adaptive to its environment, can learn and can make
‘decisions’. An example of such a system is perhaps NASA’s Mars rover Curiosity.

Until recently we were not able to build machines that are autonomous systems in the sense
of this taxonomy, but now that this is slowly becoming a reality, we need to be able to further
fragment the class of autonomous machines. We are approaching the time when for certification,
societal and legal reasons, we need to be able to answer the question: what features of actions and
choices identify them as autonomous or nonautonomous? What follows is one way in which we
might seek to answer this question.

The more precise question to ask is rather how autonomous a machine’s choice is, assuming
that the machine is always built to pursue a goal that is supplied by its user. It is, of course, the
state of the “mind” rather than the state of the “body” the one whose autonomy is a challenge to
characterise. How self-governed is the reasoning of a machine? Taking inspiration from engineering
and bioethics, the question can be transformed into: how much of the machine’s choice can be
traced back (or determined) by explicit information or rules supplied to it by its programmer?

The one extreme of this scale is easy to identify - the nonautonomous reasoning systems. A logic
deductive system must be such a nonautonomous reasoning system because in it every “choice”
can be derived directly from the axioms and derivation rules of the system which were supplied
by its creator. Let us call this an Autonomy 0 Reasoner. We can make a deductive system more
autonomous by “relaxing” the “supply” of information or by “relaxing” the supply of derivation
rules.

Instead of just axioms we can equip our reasoning system with an input channel, a percep-
tion apparatus from which new information will be made available. It is not the availability of
information itself but how that information is internalised that gives us the next autonomy level.
If the information it accepted without prejudice, as long as of course it does not contradict with
chosen axioms describing the raison d’être of the machine, then the choices of the system remain
entirely nonautonomous. If however, the system is able to chose what information to accept as
true and what to reject, if it is equipped with a belief revision system Benferhat et al. [2004], as it
were, then this system’s actions are certainly more autonomous than the deductive system’s. Let
us call this an Autonomy 1 Reasoner. Of course the choices can still be traced back to the belief
revision system’s axioms, but this system, if it is of any practical use, has to employ some method
of discerning between two possible revision options, perhaps by taking into consideration expected
utilities, trustworthiness of sources etc. Thus, an extra step becomes involved when we try to trace
back a choice this system has made to its programming.

For a reasoning system to be made more autonomous, along the path of relaxing the “supply” of
derivation rules, one has to enable the system to change the derivation rules, either increase their
set, decrease it, or otherwise modify the rules. It makes little sense to do this if new information
is never made available, which is why we can consider a reasoning system with this capacity
an Autonomy 2 Reasoner, a level higher than the reasoner with preceptors. The rules can be
changed using some revision system, or using some form of machine learning like inductive logic
programming Quinlan [1990]. Now a machine’s choice can be traced to information, the source of
that information, a set of rules and the origin of those rules.

At this point, the reasoner that we have is still reactive - it only reacts to information it perceives
from a channel established externally and applies modifications to its rules following some rule that
is externally supplied. To further increase the autonomy of the reasoner we need to enable it to
pro-actively look for information. Even humans are subjects to “hardware” constraints - we cannot
create a third eye - but we can ask the time from another human when we do not carry a timepiece.
What is meant by pro-actively look for information is to not only reason with what apparatus is
available but to have the ability to identify that the apparatus can be grown - ask for information
or rules from the environment. At this point it becomes very difficult to continue the thread of
autonomy that we have been following.
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The traceability of a machine’s choices can be viewed from a purely computational perspective
as well. For example, we can measure how much have the derivation rules been transformed, how
many revisions there have been on the information, would the same choice have been made using
only the initial information and derivation rules of the reasoner. Or even further, there perhaps is
room to speak of autonomy as a function of complexity of reasoning - the more computationally
intractable it is to trace a decision back to the original set of axioms and derivation rules, the more
autonomous a reasoner is.

A reasoner does not have to be based on logic reasoning, it can be statistical, or a hybrid.
The same categories of autonomy so far would apply for statistic-based reasoners, with rules and
information being perhaps probabilistic. A pitfall that must be avoided is that of random choices.
A random choice cannot be traced back to original axioms and derivation rules, but that does not
make it autonomous. Then an additional question, which we have to learn how to address, is how
can we tell that the machine has made a random, rather than a deliberate choice?
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Abstract

Recent results in Artificial Intelligence have raised concerns on its
social, economic, and legal impact. Researchers need to take these con-
cerns into account to ensure the design of intelligent machines whose
main goal is the preservation of human values. In this paper, I discuss
this challenging issue, and possible solutions arising from the research
areas of argumentation theory and mining, and normative reasoning.

1 Open challenges and possible solutions

Since the field’s early years, Artificial Intelligence (AI) has the goal to un-
derstand the principles governing intelligent behavior and to encode such
principles in so called intelligent machines. In the latest years, progress
in AI seems to be accelerating, given the recent results Machine Learning,
Natural Language Processing and Computer Vision, leading to important in-
vestments in AI from main information technologies companies like Google,
and IBM. These companies see in this field new potential markets. How-
ever, together with the increasing popularity of AI and the expectations on
it, new concerns are now rising around the development of super-intelligent
machines. Recently, popular public figures like Elon Musk1 and Stephen
Hawking underlined the negative impact that super-intelligent machines
may have on society, even fostering apocalyptic scenarios where machines
take the control of the human society. It must be said, however, that even if
many precise intelligent tasks can be performed autonomously by machines,
still the emulation of human behavior is far [4]. Important human-like intel-
ligence features like the ability to conceive new actions, and the capability
of being conscious of our own decisions and their consequences are unachiev-
able by current intelligent machines, as Searle pointed out after the victory
of IBM Watson on the TV show “Jeopardy!” “Watson did not understand
the questions, nor its answers, not that some of its answers were right and
some wrong, not that it was playing a game, nor that it won.”.

1
https://goo.gl/RFGfzm
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The panorama o↵ered to AI researchers is thus the following: on the one
hand, many of the goals of the field’s early years are becoming reality, but
on the other hand, the question to be asked to ourselves is whether we still
actually want human-level AI, considering the risks that are in front of us.
It must be stressed at this point that AI can be enormously beneficial for
human flourishing, but we need to take care about the design of AI in order
to reach a so-called good AI hybrid society. In this society, mixed teams of
intelligent machines and humans jointly realize human values and promote
the public good. Using Russell’s words, “These problems require a change in
the definition of AI itself, from a field concerned with pure intelligence, inde-
pendent of the objective, to a field concerned with systems that are provably
beneficial for humans.”. The definition of a “beneficial AI” [4] may sound
like an utopia, but it is not the case. It is a matter of ensuring that these ma-
chines, with an arbitrary degree of autonomy and intelligence, remain under
human control, and doing so is possible only if we start from now to design
them in a way such as their goal is the preservation of human values and
dignity. The research question I discuss in this paper is: how to design intel-
ligent machines with the capability to form machine-human teams acting in a
good AI hybrid society? This main challenge breaks down into the following
specific sub-questions: (1) how to reduce the misalignment between machine
deliberation and the human understanding about this?, (2) how reduce the
misalignment between pure rational machine values and emotional human
values?, (3) how to define human-level explanation methods for machine
deliberation?, (4) how to define moral-based reward functions so that in-
telligent machines can filter out individual value systems incompatible with
the welfare of the society?, (5) how to augment the understanding of human
values by intelligent machines through empathy so that sentimental values
are also considered in deliberation?

Machine accountability is strongly linked to explanation and justifica-
tion, as included in the new European General Data Protection Regulation
(GDPR), and needs to be grounded on moral and social concepts. Despite
the very few approaches proposed to explain the decisions taken by neural
models, satisfactory explanations and justifications of the decisions of intel-
ligent machines are still far from being achieved. The main open challenge
is that these approaches do not return explanations understandable by hu-
mans, as they are more likely to be used for justifying the output to other
domain experts. This is a key point in the explanation methods which ar-
gumentation models focusses on: humans need to understand machines and
their decisions through the arguments they propose to explain their course of
action, and this process is an interactive process so that humans can ask for
more details about certain arguments, they can ask for more support to an
argument, and finally they may at their turn explain why a certain course
of action is / is not compliant with the human values and/or the society
welfare. The goal is to enhance transparency in the interactions among in-
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telligent machines and humans, and I believe that the methodology to tackle
this goal combines argument mining [2] (to extract arguments from textual
information sources), argumentation theory [1] (to reason over the mined
argumentative structure ensuring conflict freeness and consistency), and se-
mantic knowledge graphs (to provide machines with background knowledge).

Machine ethics concerns the methods, algorithms and tools needed to
endow intelligent machines with the capability to reason about the ethi-
cal aspects of their decisions.Even though some approaches successfully ad-
dress some problems (e.g., [3], the definition of general frameworks to model
computational morality in AI is still a major and urgent open challenge.
Moral principles should be implemented in moral-based reward functions
to provide machine deliberation with the ethical dimension. I believe that
we should consider decision-making to be performed through a collective
deliberative procedure, i.e., a moral dialogue. The methodology to tackle
this goal combines argumentation theory and normative reasoning to model
moral dialogues. The role of norms to characterize moral autonomy has
been di↵erently, but successfully proposed by (competing) moral views like
Kantianism and rule utilitarianism.

Human-machines teams imply the fact that intelligent machines acting
in this hybrid society actually learns human values. A very important part of
these values deals with emotions and empathy, so intelligent machines for a
good AI hybrid society cannot underestimate the importance of sentimental
values for human beings. To define principles to design intelligent machines
taking into account emotional values in their deliberation process, and to
formally define reward functions ensuring that such emotional values play
a role in decision-making, we need to analyse the impact of emotions in
deliberation dialogues by addressing a field experiment with humans.
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Abstract. Web users have changed the Web from a means for publishing and
exchanging documents to a Web of Opinions. Current web technologies fail to
support this change: arguments and opinions are uploaded in purely textual form;
as a result they cannot be easily processed and utilised. This paper describes
the vision of Debate Web, which will enable the extraction, discovery, retrieval,
interrelation and visualisation of the vast variety of viewpoints that already exist
online, based on machine-readable representations of arguments and opinions.

1 Motivation

People today use the Web to make comments, express their opinions, participate in de-
bates and discuss subjects of any matter in blogs, wikis, forums and social networks.
This information is published and stored in textual form; therefore it cannot be easily
retrieved, processed and interlinked. The Semantic Web [1] and the recent linked data
hype overcome some of the limitations of natural-language Web pages using appropri-
ate methodologies for posting and interlinking semantical information in a machine-
readable way. Their focus, though, is on the representation of data, rather than argu-
ments or structured opinions. Computational argumentation [2] relies exclusively on
the formal properties of logical arguments and factual information, and cannot satisfy
the primal reason why opinions reach the Web in the first place, which is to be persua-

sive. This feature is important, in order to create debates with a purpose, where each
argument is formulated with a certain aim: to persuade a certain audience on some topic.

We envision a new version of the Web, which we call Debate Web, which will depart
from the processing of purely logical arguments and will move closer to human under-
standing. It will be based on machine-readable representations of arguments, opinions
and any information that is related to their believability such as evidence, provenance,
audience profiles, emotions, trust, context and popularity. It will use appropriate lan-
guages to describe this information; appropriate tools that will enable people to upload,
retrieve and associate it; and appropriate technologies to extract, store, interlink, analyse
and present it. The ultimate outcome will be to offer the means for assisting humans in
participating in online debates and collective decision making processes in a persuasive
manner.
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2 Realising the Vision

There are two main fields that need to be explored or advanced for the realisation of this
vision: realistic argumentation and web technologies.

Understanding Realistic Argumentation. Debate Web is a lot more than an ar-
gumentation system deployed in a global scale. The main challenge here is the shift
from logical argumentation (the object of study for computational argumentation) to
realistic argumentation. Realistic argumentation does not only appeal to the logic of
the audience, but also to its emotions. It is only partly based on facts and data, often
employing additional techniques such as the clever use of verbal cues and the semantic
structure of text/speech (politeness, aggressiveness etc), as well as different argument
schemes based on factors such as appeal to authority or expert opinion, popularity of
supported claims, peer-pressure, analogous arguments, proof-by-example, non-logical
(e.g., statistical) correlations between different arguments, and others [4].

Web Techologies. Debate Web will reuse technologies from the current Web such
as the web infrastructure and protocols (e.g. TCP/IP); the data model and ontology lan-
guages of the Semantic Web (e.g. RDF/S, OWL); and techniques such as social tagging,
crowdsourcing, voting and others from the Social Web and the Pragmatic Web. On top
of these, it will provide higher-level (and therefore more useful) information services
to its users as a result of the analysis, association, aggregation and summarisation of
different types of semantically annotated data: from raw data to structured arguments
and opinions. To achieve this the following challenges need to be addressed:

– Extraction and Annotation. Argument and Opinion mining and NLP techniques
must be employed to enable the identification and extraction of arguments and opin-
ions out of text; and techniques such as crowdsourcing and annotation tools will
enable users to contribute to this process. and annotation.

– Representation and Interchange. The development of a semantically explicit rep-
resentation model for arguments and opinions (e.g. in the form of an ontology)
will allow different independently developed applications to comprehend them in a
common manner and interoperate within an integrated environment.

– Storage and Management. Specially designed knowledge bases will be needed to
store arguments, opinions and related metadata. They must also provide: query and
inference support; support for updates, repairs and change monitoring; alignment
with related ontologies; and propagation of information among different systems.

– Reasoning and Analytics. Appropriate analysis and reasoning mechanisms will
enable users to retrieve information by posing structured queries, and perform so-
phisticated aggregation and summarisation operations. More complex forms of rea-
soning will allow the identification of implicit relationships between arguments, or
the development of new forms of acceptability semantics along the tradition of [3].

– Presentation and Visualisation. Given the sheer size of the Web, a large number
of arguments and opinions on most topics will be available. Presenting everything
to the user is certainly not productive. Some kind of selection, aggregation or sum-
marisation, which takes into account the user’s information needs or background is
necessary, along with a ranking process that selects the most persuasive ones.
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Figure 1 displays the relevant research fields and technologies in a two-axis chart.
The position of the technology along the horizontal axis represents both the current
and the required maturity of each technology to solve the respective challenge. The left
side of each rectangle represents the current capacity of the corresponding technology
to address the related challenge, whereas its right side represents additional advances
that need to be achieved (and how far in the future these are estimated to occur) before
actually solving the respective challenge in its entirety. The vertical axis represents the
kind of progress required per technology to overcome the respective challenge.

Fig. 1. A 2-dimensional categorisation of related technologies and challenges
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Abstract

This brief note has the sole intention of arousing the
curiosity around several subjects related to the collective
versus individual reasoning in several guises, and to draw
attention to certain problems where logics and methods of
logics, particularly combinations of logics and group seman-
tics, can be of great avail. The note is dedicated to Leon
van der Torre, for his birthday and for his support to the
“Individual and Collective Reasoning Group” (ICR) at the
University of Luxembourg.

When reasoning is defined as a deliberate e↵ort to articulate
inferences so as to reach justifiable conclusions, there seems to be
no obvious di↵erence between individual reasoning and group rea-
soning. Except that individuals in a group may not be acting in
concurrency and synchronization, as it is required in the famous
“dining philosophers problem” in computer science, stated by Eds-
ger Dijkstra in 1965. The challenge posed by artificial intelligence,
machine learning, cognitive science, and economics in modeling use-
ful and foundationally sound group reasoning, to cite just a few, is
enormous. So we have to face the problem that collective reasoning
imposes a new dimension on rationality, in several di↵erent ways;
even if collective reasoning is referred to as ’collaborative reason-
ing’, such a collaboration is not always achieved. A good example
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is the Prisoner’s Dilemma: prisoners in that situation (see [11] for
details) face a dilemma – whatever each does, the other is better o↵
confessing than remaining silent. But if both confess, the outcome
is worse for each than one of them remaining silent. The puzzle not
only shows a conflict between individual and group rationality, but
it shows that collective reasoning is not the same as collaborative
reasoning.

McMahon in [9] (se also [8]) argues that, for collaboration,
agents should follow a “principle of collective rationality” (PCR)
which correlates actions and outcomes in a di↵erent way than in
the “principle of individual rationality” (PIR): by PIR, an agent
correlates each action with an outcome, and then rationally chooses
an action that is associated with a highest value to the agent.
Under PCR, however, the agent is lead to compare the value of
the outcomes produced by two di↵erent combinations of actions.
When playing a prisoner’s dilemma, the combinations {I defect,
you defect} and {I cooperate, you cooperate} are compared, and the
former pair is correlated with less value than the latter, so the PCR
directs agents to cooperate, converting a competitive game into a
cooperative game. Instead of maximizing their own preferences,
agents will maximize the preferences of a group with which they
identify.

The philosophical attempts to explicate and evaluate individual
and collective aspects of rationality since Aristotle find a strong
ally in contemporary mathematical logic. A number of questions
are then naturally raised: Is there a better-suited cognitive machin-
ery, or a logical concept, that allows for collective and collaborative
reasoning? Is there a logical tool that can make individuals agents
take the perspective of the group? I argue here that if the in-
dividuals follow some strict logical rules, there are at least some:
perhaps the best candidates are, from the semantic viewpoint, the
possible-translations semantics, and their particularization, the so-

ciety semantics. From the syntactic viewpoint, the most general
tool seems to be the combinations of logics. Other attempts to
give logical basis for collective reasoning are given e.g. in [10] (al-
though the author does not touch on paraconsistency, one of the
most promising paradigms to approach the subject).

In [2] some relevant aspects of collective intelligence are briefly
surveyed, including social software, crowdfunding and convergence,
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and it is argued that a formal version of this paradigm can also be
posed to logic systems, by employing the notion of logic societies.
The paradigm of logical societies has lead to a new notion of dis-
tributed semantics, the society semantics, with theoretical advances
in defining new forms of many-valued semantics. with n values in
terms of k-valued semantics, for k < n. The paper summarizes
some key features of society semantics and their general case, the
possible-translations semantics. Those semantics are all semantic
tools with a non-deterministic character in a way or another ([4]
chapter 6, discusses some first steps on their common nature).

The activity of combining logics (see [5] and [6]) precognizes that
logic systems can work collaboratively under certain rules: propo-
sitional, quantified, epistemic, alethic, doxastic, temporal, many-
valued, fuzzy, intuitionistic, and paraconsistent logics can work to-
gether, reaching surprising results. Logic systems can be not only
combined (or synthesized) but things can go in the opposite di-
rection: a complicated logic. can be decomposed, or factorized,
into a group of less complex components (in a process called split-
ting.). The afore-mentioned possible-translations semantics mech-
anism plays a important role therein.

A credal set is a set of probability distributions. Credal net-
works are structures that model imprecise beliefs by associating
convex sets of probability measures with directed acyclic graphs.
([7]). Such sets of probability measures model beliefs of di↵erent
agents. A problem in dealing with several agents with subjective
probabilistic knowledge bases is that they may individually behave
consistently, but may be collectively inconsistent. The procedure
known as “social inference process” seeks to merge their collective
probabilistic measure into a coherent unity. This is quite appar-
ently a field for the paraconsistent paradigm, although not yet fully
recognized.

The notion of paraconsistent Bayesian networks (PBNs), intro-
duced in [3], section 8.7, is an annotated acyclic graph that repre-
sents a joint (paraconsistent) probability distribution over a finite
set of random variables (for paraconsistent probabilities see [1]).
PBNs, specially if combined with paraconsistent belief revision and
with belief maintenance, systems o↵er a fresh approach to detect-
ing and handling contradictions, and producing explanations for
its conclusions. PBNs can be quite naturally extended to (para-

354



consistent) credal networks, helping to approach problems related
to collective reasoning when the agents are expected to act cooper-
atively under pressure of contradiction, as in certain cases of social
choice theory and judgment aggregation.

As we can see, there are several approaches, from collective se-
mantics and combined logics to collective probabilities, pointing to
the same ideal of collaborative reasoning. Such issues are craving
for philosophical and logical foundations that could clarify the rea-
sons for acting cooperatively from reasons for reasoning collectively.
This note is an invitation to pay attention to them.
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Abstract. A semantical embeddings of input/output logic in classical
higher-order logic is presented. This embeddings enables the mechani-
sation and automation of reasoning tasks in input/output logic with
o↵-the-shelf higher-order theorem provers and proof assistants. The key
idea for solution presented here results from the analysis of an inaccurate
previous embedding attempt, which we will discuss as well.

1 Input/Output Logic

Input/output (I/O) logic, initially devised by Makinson [8] and further developed
by Leon van der Torre and colleagues, is an deontic logic framework that has
gained increased recognition in the AI community. This is evidenced by the fact
that the framework has its own chapter in the handbook of deontic logic and
normative systems [7].

I/O logic operators, such as the (simple-minded) output operation out1, ac-
cept a set G of conditional norms as argument. The conditional norms in G are
given as pairs (a, x). The body a of such a pair, called the input, is representing
some condition or situation. The head x, called output, is representing what
is desirable or obligatory in the given situation. a and x are thereby proposi-
tional formulas. A key point is that the pair (a, x) is not given a truth-functional
semantics in I/O logic.

Di↵erent kinds of I/O operations have been presented in the literature. In
this short note we focus on the I/O logic operator out1. Future work will extend
the presented work to other I/O operations. When out1 is applied to a set G of
conditional norms and a set A of propositions describing of an input situation,
it tells us what is desirable or obligatory in this situation according to G.

The semantics of I/O logic operator out1 is defined as follows (P is the set of
propositional formulas and |= is the associated propositional logic consequence
relation): out1(G,A) := Cn(G(Cn(A))), with Cn(X) := {s 2 P | X |= s}
and G(X) := {s 2 P | there exists a 2 X such that (a, s) 2 G}. For technical
reasons we below restrict out1(G, a) to operate only on a single propositional
input formula a. However, one may consider a as the conjunction of all formulas
a

i

2 A.
A proof theory for out1 is given by the following proof rules:

(a, b) b |= c

(a, c)
SO

(b, c) a |= b

(a, c)
WI

(a, b) (a, c)

(a, b ^ c)
^

(>,>)
>
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Fig. 1. Unsound, naive embedding of I/O logic in HOL

This proof system works as follows. In order to check whether x in out1(G, a),

the proof system is first expanded by adding a rule (b, c) for each pair (b, c) 2 G.
Then it is checked whether the pair (a, x) can be derived from finitely many pairs
in G using the rules above.

2 Embedding of I/O Logic in HOL – Initial Attempt

An initial, naive attempt to embed I/O logic in Isabelle/HOL [9] did fail. How-
ever, a careful failure analysis was key for devising the proper embedding as pre-
sented in Sec. 3 below. We briefly recap this initial embedding attempt, which
is also displayed in Fig. 1, and explain the issue.

This section and the remainder of this paper requires some background
knowledge about HOL. However, due to lack of space we do not present a re-
spective introduction here and instead refer to the literature [2, 3, 1].

In our naive embedding attempt the statement a |= s was simply mapped
to implication: |=

o�o�o

:= �a

o

�s

o

(a � s). This was inspired by the de-
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duction theorem for classical propositional logic: a |= s i↵ |= a � s. Sub-
sequently, an operation outpre was defined as outpre((o⇥o)�o)�o�(o�o) :=
�G(o⇥o)�o

�a

o

�y

o

9f
o

((Cna)f ^ G(f, y)), the idea being that outpre(N, a)
should denote the set {y 2 P | exists f 2 Cn(a) such that (f, y) 2
N}, that is outpre(G, a) = G(Cn(a)). In a final step, a pragmatically
motivated approximation1 of out1 was defined as out1((o⇥o)�o)�o�(o�o) :=
�G(o⇥o)�o

�a

o

�x

o

9h
o

9i
o

9j
o

((outpre N a h)^ (outpre N a i)^ (outpre N a j)^
((h ^ i ^ j) � x)). That is, out01(N, a) denotes the set {x 2 P | {a, j, k} ✓
outpre(N, a) ^ ((h ^ i ^ j) � x). This is an approximation of out1 in the sense
that not all consequences of outpre(N, a) are modelled, but only those that follow
from maximally three formulas in outpre(N, a).

Two simple, running examples are used in the remainder of this section to
illustrate the fundamental problem with this naive embedding attempt. Let the
set of conditional norms G be given as {(a, e), (b, e)}, for propositional symbols
a, b, and e. Example E1 asks whether e is in out1(G, a), and example E2 asks
whether e is in out1(G, a _ b). The former is expected to hold, but the latter
not (for simple minded output). However, when utilising the above embedding
both E1 and E2 unfold into valid HOL formulas. The reason for this unsound
behaviour can be well explained already on the basis of outpre alone, which is
preferable since it leads to smaller unfolded HOL formulas we need to discuss.
Thus, we modify the examples into E1’: e is in outpre(G, a) and E2: e is in
outpre(G, a _ b).

Unfolding the embedding for E1’ results in the HOL formula 9f.(a � f) ^
((f, e) = (a, e)_ (f, e) = (b, e)), which is valid as intended: simply choose f as a.
Unfolding E2’ analogously results in 9f.((a _ b) � f) ^ ((f, e) = (a, e) _ (f, e) =
(b, e)). However, contrary to our intention, this formula is also valid in HOL. To
see this, choose f as a_ b: ((a_ b) � (a_ b))^ (((a_ b), e) = (a, e)_ ((a_ b), e) =
(b, e)). By simplification, Boolean extensionality and congruence this formula is
equivalent to2 ((a _ b) � a) _ ((a _ b) � b), which is valid in classical logic: We
know that (a _ b) _ ¬(a _ b) holds by the law of excluded middle. Hence, we
proceed by case distinction. If a_ b is true, we have a is true or b is true. In both
cases the statement follows trivially. The statement is also trivially true in case
a _ b is false.

We have thus reduced E2’: e is in outpre(G, a_b) to |= ((a_b) � a)_((a_b) �
b). Intuitively, however, we should have reduced E2’ to ((|= (a _ b) � a) or

1 In this experimental phase this approximation was su�cient and a proper defini-
tion was postponed for later. In fact, this approximation is not influencing the core
problem as discussed below.

2 This formula is also equivalent to (a_b, e) = (a, e)_(a_b, e) = (b, e). For proving this
alternative, simplified formula we proceed as follows. We know that (a_ b)_¬(a_ b)
holds by the law of excluded middle. We proceed by case distinction. If a_ b is true
we have a is true or b is true. In the former case we get (a_ b, e) = (a, e) and in the
latter case we have (a_ b, e) = (b, e), and we are done. If ¬(a_ b) is false, we have a
is false and b is false, and thus both (a _ b, e) = (a, e) and (a _ b, e) = (b, e) are true
by Boolean extensionality and congruence.
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Fig. 2. Proper embedding of I/O logic in HOL

(|= (a _ b) � a)), which is not equivalent, since the former does not imply the
latter.

The problem obviously is this: a |= s, respectively |= a � s, cannot be simply
encoded as a � b, at least not when this formula is subsequently nested in other
formulas, as done here in the definition of outpre. Such an encoding and nested
usage, in combination with the law of excluded middle, causes the observed
unsound behaviour. A more appropriate modeling of |= a � s is thus required.

3 Proper Embedding of I/O Logic in HOL

To obtain a proper embedding of I/O Logic in HOL we devise a suitable encod-
ing of |= ', cf. the Isabelle/HOL encoding of our solution in Fig. 2. By suitable
we mean that the new encoding of |= ' can be nested in larger formula contexts
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without causing the e↵ect as discussed in Sec. 2. This can be achieved by lift-
ing the propositional formulas of I/O logic to predicates on possible worlds (or
states). We thus reuse a technique from previous work in which the objective was
to properly embed (quantified) modal logics in HOL [5]. However, the reason for
applying this technique is di↵erent here. Our challenge is not to properly encode
e.g. the modal box operator, but to introduce a suitable encoding of |= a � s,
so that occurrences of this term can be soundly nested in other formulas, while
blocking certain undesirable e↵ects of the law of excluded middle.

Propositional formulas ' of I/O logic therefore mapped to associated HOL
predicates of type i ! o, where type i denotes a (non-empty) set of possible
worlds (or states). The logical connectives ¬, _, ^ and � of I/O logic defined
in this mapping as follows: ¬' := �w¬('w), '_  := �w('w _  w), '^  :=
�w('w ^  w), and ' �  := �w('w �  w). The lifted I/O formulas in HOL
are “grounded” again to Boolean type by the following definition of validity:
valid ' := 8w('w). The claim now is that valid ', denoted in the remainder
(and in related papers) also as b'c, suitably encodes |= ' ins such a way that this
term can safely be nested in larger formula context without causing the e↵ects as
observed in Sec. 2. The previous definitions of outpre is thus changed as follows:
outpre := �G�a�y9f(ba � fc ^ G(f, y)). The approximative encoding of out1,
which refers to outpre, remains unchanged.

We once again analyse the running examples, but now for the modified se-
mantical embedding. Example E1’: e is in outpre(G, a) now unfolds into the
HOL formula 9f((8w(aw � fw)) ^ ((f, e) = (a, e) _ (f, e) = (b, e))). This for-
mula is valid as intended: simply instantiate f with �x(ax). Similarly, example
E1: e is in out1(G, a) unfolds into a valid HOL formula, and we leave the details
of this example to the reader.

The more interesting example E2’: e is in outpre(G, a _ b) now unfolds
into 9f((8w.(aw _ bw) � fw) ^ ((f, e) = (a, e) _ (f, e) = (b, e)). We apply
an analogous idea as before and instantiate f with �x(ax _ bx), which results,
after normalisation and simplification, in the HOL formula (�x(ax _ bx)), e) =
(a, e) _ ((�x(ax _ bx)), e) = (b, e). Contrary to the situation in Sec. 2, the law
of excluded middle cannot be exploited anymore to prove this formula. This
formula in fact has a countermodel: Consider two possible worlds i1 and i2, and
choose a as the set {i2} (i.e., a is true only in world i2) and b as the set {i1};
then �x(ax _ bx) denotes the set {i1, i2}, and our formula obviously evaluates
to false. We obtain respective countermodels for both E2’ and E2, and these
countermodels are quickly found automatically by the model finder Nitpick [6]
as illustrated in Fig. 2.

4 Conclusion

Just in time for the 50st birthday of Leon van der Torre we have devised a proper
semantical embedding of the simple minded I/O logic operation out1 into HOL.
Further work includes the formal validation of the faithfulness (soundness and
completeness) of the embedding, and extensions to further I/O operations.

61



Fig. 3. Embedding of the proof theory of I/O logic in HOL

Ongoing work is utilising the very same technique as employed in this paper
for the embedding of the proof theory of I/O logic in HOL. The current status of
these activities is depicted in Fig. 3. An advantage is that an approximation of
out1 can easily be avoided. A disadvantage, however, is that proof automation
and countermodel finding seems to become less e↵ective, this is what current
experiments indicate. Due the cut-introducing nature of the I/O proof rules SO
and WI, when applied in backward direction, this is not so surprising though.

Another promising direction for future work is to devise an alternative se-
mantical embedding of I/O logic in HOL based on Parent’s recent interpretation
of I/O Logic in intuitionistic logic [10]. This work could be based on the already
existing semantical embedding of intuitionistic logic in HOL [4].
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In a spectacular number of contributions, for instance [2], Jan Broersen has maintained that action
names do not matter in order to discriminate between di↵erent choices, but we should instead look
at the outcomes that these choices lead to.

Following William of Ockham and the nominalist school, Broersen’s stance - often translated into
STIT models - is that nomina non sunt consequentia rerum, i.e., names are not “the cause” of
reality. It does not matter that action a and action b have di↵erent names: if they lead to exactly
the same outcomes, then they are exactly the same action. Conversely, they are di↵erent whenever
they lead to di↵erent outcomes. So, if after performing action a I can be either in world w1 or w2,
and likewise after performing action b, then a and b are one and the same thing.

However, Leon van der Torre is a counterexample to this claim. And here is why.

Everyone knows there are two Leons: the paper-oriented and the bar-oriented one. Having known
him for long enough, I’ve come to the conclusion that these two Leons — which, for reasons that
will soon become clear, I will call Column-Leon and Row-Leon, respectively — coexist in one body,
and their interaction determines his life decisions.

Roughly, this is how it goes, in a simple but realistic scenario. Column-Leon is to choose whether
to write a paper on abstract argumentation frames (�1) or a paper on dyadic deontic logic (�2).
At the same time, and unaware of Column-Leon’s decision, Row-Leon is confronted with the choice
of drinking a Grolsch (�1) or a Le↵e Blonde (�2) .

The picture below showcases the resulting game form, where both players, independently and
concurrently, take their decisions.

�1

�2

�1 �2
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Broersen and followers will agree that both the actions and the resulting outcomes are fundamentally
di↵erent. The outcome (�1, �1), where Leon writes on abstract argumentation frames while having
a Grolsch is di↵erent from, say, the outcome (�2, �2), where Leon writes on dyadic deontic logic
while having a Le↵e Blonde. The same, clearly, can be said for all other combinations.

We might now want to take the game metaphor a bit more seriously and complete the matrix by
assigning payo↵s to choice combinations, as a function of what Leon — or, rather, Leons — will
actually gain from them in terms of payo↵.

It takes some arrogance for someone to claim to know these payo↵s. However, it turns out I do.

Row-Leon is the easy case, as Leon has no taste for beer. However he prefers beer to no beer, no
matter what he’s writing.

Column-Leon is trickier. However, one aspect that has always struck me from the scientific discus-
sions I had with Leon is his conviction that many areas of computer science, AI, and multi-agent
system, are more interrelated than it appears in surface. I believe this comes from Leon being born
as a logician, and thus from his capacity to spot similarities between seemingly unrelated models.
When confronted with two frameworks, you’d more often hear Leon say “they are the same thing”
than “they are not the same thing”, meaning that there is a (mathematical) way two connect those
two frameworks, even if notation, terminology and even structures appear to be di↵erent.

I’m thus confident that the payo↵ assigned by Column-Leon to writing on argumentation frames
or on dyadic deontic logic is the same, no matter what he’s drinking.

Following the reasoning above, together with some common-sense considerations on the interrelation
between alcohol and scientific writing, I’m going to assign, W.L.O.G., the payo↵ of 1 to all players
at all outcomes.

The resulting game is displayed below.

�1

�2

�1 �2

1

1

1

1

1

1

1

1

As apparent from the picture, Leon’s Dilemma has turned the tables completely and added further
complications in the quest of finding the “right” model of actions and choices. Outcomes are not
the real thing, but they are also names, which can be di↵erent in theory, but ‘the same’ in practice.

Whatever the real thing is, what comes out of this analysis is the picture of a man that is forced
to make a choice among outcomes that are all the same.

Like Sysiphus, the Greek demi-god condemned by Zeus to lift a rock all the way up to the top of
a mountain just to then watch it roll all the way back, and repeat the same action all over again
until the eternity, Leon keeps writing and drinking facing the illusion of having a choice.

However there is no reason to give up hope. Paraphrasing Camus [1],

La lutte elle-même vers les sommets su�t à remplir un coeur d’homme.
Il faut imaginer Leon heureux.
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Teaching Dinosaurs How To Ride Bicycles
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Abstract. Research produced by prof. van der Torre and his team pro-
vided numerous contributions, pushing forward the boundaries of scien-
tific knowledge. While their focus has been mostly on theoretical chal-
lenges, I personally believe that, both existing and future, contributions
of prof. van der Torre and his team can provide benefits to more applied
environments, such as for instance financial services companies, heavily
dealing with regulations. As one of the foci of prof. van der Torre and
his team has been studying how to reason about regulations and other
normative concepts. Despite the recognisable relation, it can still be ex-
tremely challenging to successfully apply such novel contributions into a
purely business driven environment.

1 Introduction

Prof. van der Torre and his research group have been producing considerable
research in di↵erent areas.

Some of their contributions involved the field of normative reasoning, such as
for instance, by defining new logics to reason about norms, like Makinson and van
der Torre [4], or like in Perreira et al. [1], where the combination of di↵erent logic
has been studied to tackle the legal interpretation issue. Another contribution
in Parent and van der Torre [5], has been to analysing the Pragmatic Oddity
phenomena, related to deontic logic, a logic often used in normative reasoning.

The contributions were not limited to areas related to normative reasoning. In
contributions like Liao and van der Torre [3], new semantics have been proposed
for argumentation theory, and in di↵erent works, like van der Torre [6], focus on
combining approaches from argumentation theory and normative reasoning.

Di↵erently, in contributions like van der Torre and van Zee [7], new contribu-
tions have been proposed for other research areas, like enterprises’ architecture
in this particular case.

The advancements proposed by prof. van der Torre and his team can poten-
tially be used in di↵erent areas. For instance, Luxembourg, where prof. van der
Torre and his team are based, is home of many financial institutions like banks
and prominent financial services companies which have to deal in their daily
business routine with humongous amount of regulations governing their busi-
ness. I believe that the aforementioned companies could greatly benefit from
the fundamental research conducted by prof. van der Torre and his research
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group. However, I also believe that making such companies to adopt these novel
approaches, is a challenge itself.

In the present paper I discuss this particular challenge, providing some intu-
itions about overcoming the di�culties of adopting such novel approaches and
the additional advantages that these adoptions can bring.

2 Challenges

Analysing how some of the novel technologies and approaches, developed by
prof. van der Torre and his research team, can be applied in an existing business
driven environment, may represent a di↵erent kind of challenge than the ones
they are usually accustomed to.

Nonetheless, I believe that the aforementioned task still presents some inter-
esting challenges. More precisely, the key objective in this setting would di↵er
from the one in a pure theoretical setting, which would be to define and study
novel and advanced techniques. On the other hand, in a business driven envi-
ronment, the main goal could be to identify a relevant enough set of techniques
which are capable to improve the currently adopted approaches.

2.1 Dealing with the Legacy

One could argue that, most likely, any novel approach developed by prof. van
der Torre and his research team would definitely improve over the existing ones.
For instance, many of the solutions adopted by existing business entities, heavily
rely on manual input and processing of data, completely foregoing automation.
Thus leaving these solutions highly vulnerable to human error and potentially
other issues such as for instance di�culties in coordinating di↵erent tasks in
complex solutions.

Despite the fact that adopting more advanced solutions could definitely help
in addressing many of the existing issues, such consideration does not take into
account the current approaches and business architectures of existing business
companies that could potentially benefit from these advanced techniques. I be-
lieve this consideration to be of the utmost importance, since it would be fairly
unreasonable to assume that a company is willing to discard its existing ap-
proaches in favour of new ones. Thus, the challenge, concerning this aspect,
would be to analyse the currently adopted approaches, and propose some inno-
vative technique which can be implemented without completely disrupting the
existing business procedures. Which would most likely encounter better odds of
being possibly adopted, implemented, and tested.

2.2 Prove Tangible Benefits

A critical aspect that requires to be considered, are the benefits brought by
adopting novel techniques over the existing ones. For this reason, reasonable
improvements over existing techniques, would probably find better consideration
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to be implemented, instead of revolutionary techniques, requiring to build a
whole new system and procedures.

In turn, such implementations, would be able to allow a thorough bench-
marking and empirical analysis of the implemented technique, which would be
key to assess whether the benefits brought by the novel techniques, do actually
surpass the costs of adopting them.

Iterative Advancements Adoption Assessing the benefits of implementing
even a subset of the possible novel techniques is crucial to empirically prove the
usefulness of the aforementioned new theoretical advancements in more applied
environments.

Moreover being able to prove such benefits, as well as the showing that such
benefits overcome the costs of implementing novel techniques, can as well be
the first step towards a more iterative implementation of these techniques, lead-
ing towards adopting the more advanced theoretical techniques discovered and
studied by prof. van der Torre and his team1.

3 Summary

Devising novel approaches to be implemented within exisiting business proce-
dures, involves tackling di↵erent challenges than the ones required when pursuing
more theoretical and abstract objectives.

Nevertheless, I believe that trying to tackle these di↵erent challenges, could
provide a shift of focus over di↵erent aspects of these approaches, as well as
providing data regarding the empirical evaluation, when applied in some real
world scenarios.

Moreover, it may be a tough challenge to directly convince a business entity to
directly adopt novel approaches that would completely revolutionise the existing
procedure, hence it might be more feasible to propose smaller novel increments
over existing solutions. Using a metaphor, it is therefore more appropriate to
initially teach a dinosaur how to ride a bicycle2, rather than trying to teach it
how to fly an airplane.
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In computational models of argumentation the notion of attack plays a key
role as it provides a formal counterpart to the intuitive notion of counter-
argument, which is essential to any monological or dialogical argumentation
process.

As a consequence, one might expect argumentation formalisms to consider a
variety of notion of attacks as rich as the variety of possible dialectical strategies.
This prima facie expectation is somehow disappointed if one considers several
well-known formalisms for structured argumentation (see [3] for tutorial papers,
we give below a brief description which is of course rough and not self-contained
but is hopefully sufficient for the purposes of this short note).

For instance, in assumption-based argumentation (ABA) [7] there is only
one kind of attack, directed against assumptions. In particular, an argument a
attacks another argument b if the conclusion of a is the contrary of one of the
assumptions on which a relies.

In Defeasible Logic Programming (DelP) [5], in addition to attacks against
assumptions (similar to the ones considered in ABA), there is a notion of attack
concerning the conclusions of (sub)arguments. In short, an argument a with
conclusion ϕ attacks an argument a if the conclusion of a is contradictory with
respect to the conclusion ψ of a subargument a of a (possibly a itself). Two
conclusions ϕ and ψ are said to be contradictory if from ϕ and ψ it is possibly to
strictly derive a literal and its complementary (i.e. its negation). The simplest
case of this situation is when ϕ and ψ are directly complementary.

In ASPIC+ [6] three notions of attack are considered:

• rebutting attacks, which are similar to the attacks concerning the conclu-
sions of (sub)arguments considered in DelP, but are based on the condition
that ϕ is a contrary of ψ;

• undermining attacks, which are conceptually similar to rebutting attacks,
but concern the case where the attacked subargument is actually a (de-
feasible) premise of the argument;

• undercutting attacks, where the conclusion of the attacking argument in-
validates the applicability of a defeasible rule used in the construction of
the attacked argument.
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In deductive argumentation based on classical logic [4], a larger variety of
attacks is considered (for instance Definition 4.5 of [4] includes 7 types of at-
tack). However it can be observed that these variety has a technical rather than
a conceptual nature, since these various types of attacks can be regarded as dif-
ferent technical refinements of the basic notions of rebutting and undermining
attacks considered in ASPIC+.

From the above short review it is possible to identify three main families of
attacks:

• attacks related to an inconsistency (identifiable directly at the syntactic
level or by some further derivation) between the conclusion of an argument
and the conclusion of another argument (premises being considered as the
simplest form of argument)

• attacks directed against assumptions;

• attacks directed against the applicability of a defeasible rule in a given
situation.

As an example of the first kind of attack one may consider two arguments
like “Leon is a bachelor because he looks very young” and “Leon is married
because he wears a wedding ring”, where clearly the statuses of being bachelor
and married are inconsistent.

As an example of the second kind of attack, one may consider the arguments
“Leon is a man and therefore Leon does not fly under the assumption that he is
not a special man” and “Leon is an airplane pilot and airplane pilots are special
men”, where the special skill of being an airplane pilot attacks the assumption
underlying the argument concluding that Leon does not fly.

Finally an example of attack against the applicability of a rule in a given
situation can be given as “Leon is teaching because Leon is a professor and
this is a teaching period in his University” and “Leon is in a sabbatical period”
which implies that the rule used to derive that he is teaching is not applicable,
but does not imply that the conclusion does not hold because Leon might be
teaching in the University where he is spending his sabbatical period.

Admittedly, the borderlines between these different forms of attack are not
neat: they may allow overlaps and the same common-sense example may admit
different representations, also depending on the preferences of the individual
in charge of developing the formal model. We do not want discuss this aspect
here and will adopt as a working assumption that they are different enough to
be considered distinct (if they were not, this would not affect, indeed would
reinforce, the following discussion). The question we want to pose is whether
these forms of attack are sufficient to capture the forms of dialectical attack
actually occurring in everyday argumentation. Consider for instance the issue
of unknowability discussed in [1, 2].

One may have reasons to claim that the answer to some question is un-
knowable, either due to generally established scientific laws like Heisenberg’s
indeterminacy principle, or for other more practical reasons, e.g. at the current
state of knowledge it is accepted as a matter of fact that the date of the next
earthquake in a given area is unpredictable.

Suppose now that some Mr. Smith presents an argument1 like “There will

1This example is partially inspired to a true story occurred in Italy.
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be an earthquake in the city X soon because this is revealed from the presence
of some special chemical compounds in the air.”

Most, probably all, scientists would reject this argument on the basis of
the fact that, as mentioned above, the date of next earthquake is unknowable.
Which kind of attack is this?

It is not of the first kind, because the scientists have no conclusion to put
forward which is inconsistent (syntactically or by derivation) with the conclu-
sion that “there will be an earthquake in the city X soon”, indeed, just because
of their unknowability position, they cannot exclude that there will be an earth-
quake soon.

To formulate it as an attack of the second kind, one should identify an
assumption in the earthquake argument which is attacked by the scientists’
position. Which kind of assumption? We suggest that it would not be a nor-
mality assumption (there are no normal or abnormal earthquakes at stake) nor
a “negation as failure” assumption, because the scientists themselves, support-
ing unknowability, cannot positively assert any conclusion. This rules out the
probably most common forms of assumptions considered in the literature. If
the attack is of the second kind, a special form of assumption has to be devised.
One difficulty in this direction is that, intuitively the kind of assumption needed
appears to be so radically and structurally different from the assumptions com-
monly used in the literature that one may doubt that it can be considered to
belong to the same category.

Finally the attack is not of the third kind, since it does not question the ap-
plicability of a specific rule in a given situation but simply denies the possibility
that any rule with such a conclusion can exist. Although the denial of existence
of a rule might imply the inapplicability of the rule, the nature of the attack is
mainly on the denial of any argument leading to the knowability of particular
statement.

One may then wonder whether the unknowability attack is a peculiar “ex-
ception” (to be possibly handled in some ad hoc way) that is not sufficient to
disprove the fact that the three kinds of attacks are sufficiently general for most
purposes.

Our answer is that this is not the case and many other “exceptions” can be
identified.

Consider the case of an individual, Mr. Brown, who does not share the view
that earthquakes are unpredictable but has reasons to believe that Mr. Smith
does not believe in the conclusion of the argument (e.g. because Mr. Smith is
actively trying, through a dummy intermediary, to buy a house in city X) and
indeed there can be the suspect that Mr. Smith is spreading the argument to
get some profit, e.g. a discounted price.

This can be seen as an attack against Mr. Smith’s argument, but again it
seems not to fit any of the three cases of attack above.

It is not of the first kind, because again Mr. Brown does not wants to put
forward any conclusion that is inconsistent (syntactically or by derivation) with
the conclusion that “there will be an earthquake in the city X soon”, while he
also cannot exclude that there will be an earthquake soon.

As to the second kind, the problem is again to identify the assumption
that is attacked. One may state that in general accepting an argument relies
on the assumption that the agent presenting the argument has no personal
interests related to the argument itself and that when an agent has some personal
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interest involved this is a reason to attack the argument. This approach looks
interesting but also shows some difficulties. First, at least in practical contexts,
it is almost impossible that an agent has no interest at all in the matter of a
debate s/he decides to enter. A generalized application of the above kind of
attack would destroy any possibility of argument exchange and some notion
of degree of interest seems to be needed, which requires a more sophisticated
modelling. Further, one may wonder how many assumptions of this kind would
be needed. For instance in addition to the accusation of being self-interested, an
agent may be blamed for being an incompetent, a mythomaniac, a psychotic, a
terrorist, an alcoholic and so on. Given the impossibility to list all these possible
(not mutually exclusive) cases one is led to formulate some kind of synthetic
assumption, like “the agent is credible”, which is denied when the agent is self-
interested, incompetent, and so on. The interesting and critical point about this
assumption is that it concerns the agent presenting the argument rather than the
content of the argument itself. The argumentation formalisms reviewed above
do not encompass any explicit notion of agency nor associate to arguments the
identity of the agents presenting them. If this direction has to be pursued, a
significant additional formalization effort has to be undertaken.

Finally the attack is not plainly of the third kind, since it does not question
the applicability of the rule used for the construction of the argument. It must
be noted however that one might argue that, in the spirit of explicitly modelling
agency, one might introduce explicit rules about believability of conclusions (like
“A conclusion is believable if there is an argument supporting it”), and that
there could be an attack against such rules in presence of an unreliable agent.
Also this direction appears somehow impervious and to require a substantial
formalization effort.

On the basis of the above considerations we suggest that while the develop-
ment of structured argumentation formalisms has reached quite some maturity,
as far as capturing deriving defeasible inferences from a knowledge-base is con-
cerned, there are wide research avenues still open and largely unexplored in order
to extend their application to natural argumentation phenomena in general.

Properly capturing different forms of attacks appears to be one of the most
interesting and challenging at the same time among these future lines of devel-
opment.

Just as a hint we suggest that at least two (not mutually exclusive) directions
of investigation can be considered.

The first one consists in enriching and refining existing models, by adding
features to deal explicitly with notions concerning agency and mental attitudes
like knowledge, beliefs, intentions, goals. This direction may involve the develop-
ment of proper forms of meta-argumentation, i.e. arguing about the argumenta-
tion process itself, and the study of possible integrations between argumentation
formalisms and modal logic or other non-classical logics.

The second one consists in revising and generalizing the basic forms of attack
traditionally considered in argumentation so that they fit a more flexible use.
For instance an extended notion of rebutting attack in combination with a
generalized notion of contrariness might provide a more expressive, though still
simple, way of capturing a wider variety of forms of attacks.

Food for thought in the years to come for both junior and senior researchers,
including Leon van der Torre, to whom this collection is dedicated and whom
we thank heartily for many years of friendship and of stimulating and fruitful

474



cooperation.
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Beyond the Hype: Making Progress on Natural
Language Systems

Marc van Zee

I feel honored to contribute to this volume celebrating Leon’s 50th birthday. From
2013 to 2017 I’ve been one of Leon’s PhD students at the University of Luxembourg,
working on logics of intention and formal argumentation. Though my academic career
is still in its infancy, there are a few people I met who I consider to be special, and
Leon is one of them. Perhaps it is because we are both Dutch, which makes me enjoy
his direct approach. We’ve had many passionate discussions, more often than not in
a bar while have a beer. I am sure a neutral observer would think two friends were
having a quarrel, but the truth was far from it. I enjoyed those discussions a lot, and
I’m quite sure Leon did as well. Professionally I’ve learned a lot from him, and he
played an important role in shaping many (though not all) of my attitudes towards
research. What I admire most in Leon is his ability to combine broad intuition with a
mastery of technical details. Since this piece is too short for a lot of technical details,
I’ve chosen to present some broad intuitions instead. The main claim is that a lot of
progress can still be made with natural language systems as commonsense reasoners,
despite sensational claims in the media. I propose we develop a benchmark dataset
for commonsense reasoning, which would allow us to better evaluate natural langauge
systems.

Sensational Media Reports on Natural Language Systems

The trend of sensational ‘click-bait’ headlines, excessive media attention to minor
events, and ‘fake news’ seems to trickle down to all parts of our society. Politics,
sports, the business world, and recently AI research as well. Current media report on
AI more and more drift away from its purpose, which is to inform the public in a neutral
and understandable way. The extent to which scientific results are picked up, bended
and exaggerated is harmful because it creates a disconnect between what the common
person expects from AI, and what it actually can do. Let me give you two examples.
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Chatbots inventing their own language In August 2017, various news sources (such
as the Mirror1, the Sun2, and the Digital Journal3) published articles with headlines
similar to “Researchers shut down AI that invented its own language”. The articles dis-
cussed an experiment conducted by Facebook researchers who were teaching chatbots
how to negotiate with each other. As reported, the researchers discovered during tests
that the bots managed to create their own machine language spontaneously. According
to the article in the Sun: “UK Robotics Professor Kevin Warwick said: ‘This is an in-
credibly important milestone, but anyone who thinks this is not dangerous has got their
head in the sand. ‘This is the first recorded communication but there will have been
many more unrecorded. ‘Smart devices right now have the ability to communicate and
although we think we can monitor them, we have no way of knowing.”’

The reality is somewhat less dramatic. The two bots mentioned above were de-
signed, as explained in a Facebook Artificial Intelligence Research unit blog post in
June4, for the purpose of showing it is “possible for dialog agents with differing goals
(implemented as end-to-end-trained neural networks) to engage in start-to-finish nego-
tiations with other bots or people while arriving at common decisions or outcomes.”

The only thing these bots were doing was deciding together how to split a list of
given items (such as books, hats, and balls). Facebook did indeed shut down the con-
versation, but not because they feared they had created a potential HAL 9000. FAIR
researcher Mike Lewis told FastCo they simply decided “our interest was having bots
who could talk to people,” but not to each other. In the current game for content and
attention, this story evolved from a measured look at the potential short-term implica-
tions of machine learning technology to sensational doomsaying.

AI outperforms humans in natural language understanding In January 2018, the
Newsweek published an article titled “Robots can now read better than humans, putting
millions of jobs at risk”.5 Researchers from Microsoft and Alibaba separately claimed
that their AI software is a good as, if not better than, humans at understanding the
written word.6 Luo Si, chief scientist for natural language at Alibaba’s institute of Data
Science and Technologies stated: “It is our great honor to witness the milestone where
machines surpass humans in reading comprehension.” The core of this achievement is
the Stanford Question Answering Dataset (SQuAD)7 containing over 100,000 pieces
of text from more than 500 Wikipedia articles. The dataset contains pieces of text from
Wikipedia followed by a set of five questions and answers. For example, from a page

1
https://www.mirror.co.uk/tech/robot-intelligence-dangerous-experts-

warning-10908711

2
https://www.thesun.co.uk/tech/4141624/facebook-robots-speak-in-

their-own-language/

3
http://www.digitaljournal.com/tech-and-science/technology/a-step-

closer-to-skynet-ai-invents-a-language-humans-can-t-read/article/

498142

4
https://www.facebook.com/dhruv.batra.dbatra/posts/1943791229195215

5
http://www.newsweek.com/robots-can-now-read-better-humans-putting-

millions-jobs-risk-781393

6
https://blogs.microsoft.com/ai/microsoft-creates-ai-can-read-

document-answer-questions-well-person/

7
https://rajpurkar.github.io/SQuAD-explorer/

277



on southern California8, a text chunk has the question “what is the name of the border
to the south?”. The correct answer is “the Mexico-United States border.”

This all looks very impressive, until one reads the description of SQuAD more
closely. It consists of “questions posed by crowdworkers on a set of Wikipedia articles,
where the answer to every question is a segment of text, or span, from the correspond-
ing reading passage.”9 In the end, the only thing the AI has to do is to figure out that it
needs to locate the words relevant to “border” and “south,” and extract “Mexico-United
States border.” from the original text. Although this is an impressive achievement, can
we really call this a breakthrough in machine intelligence? I argue not. In fact, the
computers don’t seem to have understanding of the meaning of the words. Roughly
stated, the software transforms the text to similarity matrices, making it easy for algo-
rithms to find the answer in the text by searching for related or matching words using
these vectors.

Some Commonsense Reasoning Questions

One of the consequences of media report such as those above is that it is very diffi-
cult for the average person, and even for a researcher in the field, to determine how
well computers actually are performing at understanding text. Moreover, many of the
dataset, such as the SQuAD dataset I mentioned above, are specifically focussed on
machine-learned approaches, and therefore often focus on a sub-problem in which ma-
chine learning can book progress.

Query S A G

My brother is Jeroen. Who is my brother? X 7 X
My brother likes football. What does my brother like? 7 7 7
My brother lives in Amsterdam. Where does my brother live? X 7 7
My father is married to Wilma. Are my parents married? 7 7 7
I want to go skiing in Ischgl, Austria coming Friday with three
friends. How should I get there?

7 7 7

I want to be in Zurich at 10pm tonight. What time should I leave? 7 7 X
I ate a sandwich and an apple. How many things did I eat? 7 7 7
Remember that two friend are coming for diner tonight.
How many people are coming for diner tonight? 7 7 7
I ate rice last night. What did I eat? 7 7 7

Table 1: Some commonsense reasoning queries for three state-of-the-art natural lan-
guage systems: Apple’s Siri (S), Amazon’s Alexia (A), and Google’s Assistant (G). A
checkmark (X) means the answer is correct, a crossmark (7) means the answer either
is incorrect, or not understood.

To get an idea of how good current natural language systems are at commonsense
8
https://rajpurkar.github.io/SQuAD-explorer/explore/1.1/dev/Southern_

California.html

9This is noted by a blog post by Katyanna Quach at The Register: https://www.theregister.
co.uk/2018/01/17/ai_human_reading/
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reasoning, I’ve constructed a set of 9 very simple queries, each query consisting of one
or more sentences (Table 1, column 1). Note these queries were not carefully hand-
picked by me, I simply constructed them randomly by making use of some well-known
commonsense reasoning domains, such as time and action, planning, space, interaction
between people, and some natural language constructs such as quantification and num-
bers. These queries should be easy to understand for any child older than 12 years
old, and require no expert knowledge. However, they do require some understanding
of the text, meaning the answer can (often) not simply looked up in the previous sen-
tence. I’ve tested these queries on three state-of-the-art natural language systems: Siri
by Apple (S), Alexia by Amazon (A), and the Google Assistant (G).

The results show that all systems have a very limited understanding of most of my
queries. It seems there is some support for family relations and naming, for instance,
Siri is able to recognize “Jeroen” as my brother in the following conversation:

Q: My brother lives in Amsterdam
A: I currently don’t have Jeroen’s address. Click here to edit it
Q: Where does my brother live?
A: Here is the home address for Jeroen

Sometimes a system seems to understand the sentence, but it is often simply copy-
ing previous parts of the conversation (similar to the SQuAD example above):

Q: My father is married to Wilma
A: Ok, I’ll remember that
Q: Are my parents married?
A: I remember you told me: “My father is married to Wilma”

Unfortunately, in most other cases the systems either do not understand the query,
or return results from a search machine.

Towards a benchmark dataset for commonsense reasoning

It is important to stress that the question set in Table 1 is completely arbitrary and can
by no means be used as a scientific result. The questions are not categorized in any
way and the number of queries is far too low to be of any value. Moreover, it seems
that most state-of-the-art natural language systems are not equipped to answer the kind
of questions I have posed here, so it may come of no surprise that they fail to answer
almost any question correctly.

The only point I want to make here is that there seems to be a disconnect between
the media reports on natural language systems, and what they actually can do. Sen-
sational headlines make it appear that we are at an inflection point in history, but a
simple experiment gives a different view. The problem is that we currently don’t seem
to have a dataset that could give a voice to this lack of understanding in natural lan-
guage systems. We have tons of dataset specialized to machine learned approaches,
and extrapolating from progress in those datasets makes it appear as if we are making
progress on natural language in general.

My suggestion is to create a benchmark dataset of commonsense reasoning. A
useful starting point may be Ernest Davis’ recent survey on logic-based commonsense

479



reasoning approaches [1]. He outlines various domains of commonsense reasoning,
including time, space, physical, knowledge and belief, folk psychology, and interaction
between people. Not only does such a dataset seem interesting from a scientific point
of view, it may be a necessary wake-up call for AI research, and more importantly to
the public, that we are by no means close to developing true intelligence yet.
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Modeling arguments about which logic to use

Marcos Cramer

A special kind of argumentative discourse that we as researchers in logic or
knowledge representation and reasoning often engage in is argumentation about
which logic is the right logic to use for a certain reasoning task. Here are some
examples for this kind of argumentation:

1. Argumentation about whether classical or intuitionistic logic is the correct
logic for mathematical reasoning.

2. Argumentation about which deontic logic best captures our commonsense
reasoning about obligations and permissions.

3. Argumentation about which deontic logic best captures the reasoning of
legal experts about legal norms, obligations and permissions.

4. Argumentation about which temporal logic best captures our common-
sense reasoning about time and events located in time.

5. Argumentation about which deviation from the truth schema or from clas-
sical logic is to be preferred to avoid semantic paradoxes like the Liar
paradox or to avoid the logical explosion resulting from them.

6. Argumentation about which non-monotonic logic best captures our notion
of rational reasoning for domains in which purely monotonic reasoning
cannot capture all inferences that are considered rational.

7. Argumentation about which formalism from argumentation theory best
models the rational elements of our argumentative discourses and of our
evaluation of arguments.

Even though this is a very specialized kind of argumentative discourse, I con-
tend that building formal models of this argumentation could be an exception-
ally rewarding enterprise for better understanding the conceptual foundations
of our research in logic and knowledge representation, as well as an interesting
test-bed for methods developed in argumentation theory.

One interesting di�culty faced by such formal models is that some of the
inference forms that are contested at the object level of the argumentation are
themselves used at the meta-level. For example, the formal model needs to take
into account that it is irrational – or at least highly problematic – to use a
certain inference form at the meta-level to build an argument whose conclusion
is that this form of inference is not acceptable. In particular, this means that
unlike in most existing models of argumentation, one cannot assume that the
deductive inference forms are fixed and evaluate arguments based on them.

In collaboration with Jérémie Dauphin, we have made first steps towards
formally modeling such argumentation about which logic to use. In [3], we have
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described ASPIC-END, an extension of the structured argumentation frame-
work ASPIC+ [5] that, among other features not present in ASPIC+, allows for
argumentation about the status of deductive rules of inference. We now briefly
sketch how this is achieved.

In ASPIC+, arguments are built from axioms and premises as well as from
strict and defeasible rules. The distinction between strict and defeasible rules
amounts to the di↵erence between deductively valid modes of inference (e.g.
conjunction introduction), and defeasible principles that generally hold but al-
low for exception (e.g. that dogs generally have four legs). ASPIC+ does not
allow strict rules to be attacked, which means that debates about which rules
of inference are correct cannot be modeled in ASPIC+. ASPIC-END replaces
the strict rules of ASPIC+ by intuitively strict rules, which formalize the prima

facie laws of logic which we pre-theoretically consider to be valid without excep-
tions, but which can nevertheless be given up after more careful examination.
Unlike the strict rules of ASPIC+, an intuitively strict rule can be attacked by
another argument, but unlike for a defeasible rule, the conclusion of an intuitive
strict rule cannot be rejected if both the antecedent of the rule and the rule
itself is accepted.

In [3], we have formally defined ASPIC-END and showed how arguments
about di↵erent solutions to the Liar paradox, including a solution that questions
a classically valid inference rule used in the derivation of the paradox, can be
modeled in ASPIC-END (cf. item 5 in the above list). Furthermore, we have
proved multiple rationality postulates about ASPIC-END, as was previously
done for ASPIC+ in [4]. In [2], we applied ASPIC-END to modeling parts of a
debate that mathematicians had about the Axiom of Choice in the early 20th
century, and we discussed the applicability of ASPIC-END to modeling other
debates in the formal sciences. A detailed description of our model of parts of
the debate about the Axiom of Choice can be found in a technical report [1].

I see two primary motivations for applying argumentation theory to debates
about which logic to use: First, it is a suitable testbed for argumentation theory:
Applying argumentation theory to real-life debates is often very challenging,
because of many layers of uncertainty and imprecision in the interpretation of
most types of debates, caused by ambiguities and vagueness of natural language,
by a lack of a formal understanding of the domain of discourse of the debate,
as well as by the limited rationality of the humans involved in the debate. In
the case of debates among logicians, all of these problems are alleviated to some
degree: Logicians tend to avoid ambiguities and minimize vagueness in their
scientific usage of natural language, especially so in the more formal parts of
their work, but also in the more informal parts. We have a much better formal
understanding of the domains of discourse of the logicians than of practically any
other domains of discourse. And the debates that scientists have on scientific
topics of their field generally show a higher degree of rationality than debates
that non-scientists have. For these reasons, it can be hoped that argumentation
theory can be more easily, and thus hopefully more fruitfully, applied to debates
about logic than to many other kinds of debates to which it has been applied
so far. This could also more clearly than existing application bring to light
the drawbacks of current approaches in structured argumentation theory, which
could become an impetus for further developments in the field.

The second motivation for applying argumentation theory to debates in the
formal sciences is that in the long run, once the methodology and the models
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it produces become more mature, such models could contribute to a better
understanding of what is at stake in debates in the formal sciences, and hence
to a better understanding about the foundations of our research in logic and
knowledge representation.
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Using formal argumentation [1] to represent nonmonotonic reasoning has
many advantages. For instance, it makes non-monotonic reasoning transpar-
ent and more easily understandable to humans, and enables distributed non-
monotonic reasoning amongst multiple agents in dialogues. Very recently, there
are some approaches focusing on how various prioritized nonmonotonic for-
malisms can be represented in argumentation. Among others, Young et al
endowed Brewka’s totally ordered prioritized default logic (PDL) with argu-
mentation semantics using the ASPIC+ framework for structured argumenta-
tion [3]. Liao et al defined three kinds of prioritized normative reasoning ap-
proaches, called Greedy, Reduction, and Optimization, and showed that for a
totally ordered hierarchical abstract normative system, Greedy and Reduction
can be represented in argumentation by applying the weakest link and the last
link principles respectively, and Optimization can be represented by introduc-
ing additional defeats capturing the idea that for each argument that contains
a norm not belonging to the maximal obeyable set then this argument should
be rejected [2].

Not that the existing approaches are not adequate for representing a pre-
ordered prioritized nonmonotonic formalism in formal argumentation. Let us
consider the approach for a totally ordered hierarchical abstract normative sys-
tem [2]. A hierarchical abstract normative system consists of a set of abstract
norms, a context, and a ranking over the set of norms. Each norm has the form
(a, x), where a is thought of as an input, representing some kind of condition or
situation, and x is thought of as an output, representing what the norm tell us
to be obligatory in that situation a. The context C ⊆ L captures basic facts.

When a hierarchical abstract normative system is preordered, it is not the
case that “weakest link = greedy”. Given elements x, y, z, we use x̄ to denote
the complement of x, and xyz to represent a path of length 2 consisting of two
distinct norms (x, y) and (y, z). A path is consistent if no two elements in the
path are in conflict. An argument is a consistent path of any length. Consider
four abstract norms (a, b) : 1, (a, c) : 1, (b, c̄) : 2, (c, b̄) : 2 and a fact a. In
this case, we have four arguments ab, ac, abc̄ and acb̄, such that ac and abc̄
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attacks each other, ab and acb̄ attacks each other, and acb̄ and abc̄ attacks each
other. Under stable semantics, {ab, ac}, {ab, abc̄} and {ac, acb̄} are argument
extensions. However, since {b, c} is not a greedy extension, for a preordered
hierarchical abstract normative system, it does not hold that “weakest link =
greedy”.

Given that the existing approaches restrict themselves to totally ordered pri-
oritized nonmonotonic formalisms, one natural question arises: how to represent
a preordered prioritized nonmonotonic formalism in formal argumentation?

To answer this question, first of all, we need to make clear what is a “rep-
resentation”. Loosly speaking, given a defeasible theory T , a nonmonotonic
formalism is a function N mapping T to a set of extensions N(T ). To represent
N in formal argumentation, T is first mapped to an argumentation framework
F(T ) by a function F. Then, an argumentation semantics σ maps F(T ) to a
set of argument extensions σ(F(T )). Finally, a function C maps σ(F(T )) to a
set of conclusion extensions C(σ(F(T ))). We say that a nonmonotonic formal-
ism N can be represented by an argumentation system (F,σ,C) if and only if
N(T ) = C(σ(F(T ))). Intuitively, there should be some constraints on F such
that all knowledge in N can be reflected in F(T ). More specifically, one may
required that for every derivation in N, there should be an argument in F(T ),
and that for any arguments a and b in F(T ), if the premises or the conclusion
of a are (is) in conflict with the premises or the conclusion of b according to
T , there there exist a subargument of a and a subargument of b, denoted a′

and b′ respectively, such that a′ and b′ are in conflict. There could be some
other requirements. For instance, it is not allowed to have additional arguments
that are not derivations in N. We will formalize requirements as principles or
rationality postulates.

Consider the above example again. In order to make “weakest link =
greedy”, one might constructed two argumentation frameworks ({ab, abc̄}, {})
and ({ac, acb̄}, {}), each of which has a unique extension. However, according to
the definition of representation, this approach does not satisfy the requirements,
since there are more than one argumentation framework, and not all derivations
appear in a single framework.

For “weakest link = greedy”, a possible approach satisfying the requirements
is to model the dynamic priority between arguments with respect to the process
of applying norms. The idea is to construct a single argumentation framework
by using weakest link, and replace the function σ to σ′ that evaluates the sta-
tus of arguments with a notion of ‘dynamic priority’ between the arguments.
The idea behind this approach is that corresponding to Greedy, for an argu-
ment consisting of a sequence of norms, after some norms are applied, only the
strength of those norms that have not been applied may affect the strength of
the argument. So, when evaluating the status of arguments, the process of se-
lecting accepted arguments may affect the priority relation between arguments.
Consider the above example. When the norm (a, b) is applied (i.e., the argu-
ment ab is selected), the strength of abc̄ changes from (1, 2) to (2), see Figure
1. So, {ab, abc̄} is an extension, while {ab, ac} is not an extension. In terms
of this idea, given an argumentation framework by the weakest link, each ex-
tension of this argumentation framework is defined by recursively obtaining the
dynamic priority between arguments and applying it to the selection of accepted
arguments.

Note that some existing approaches for representing totally ordered prior-
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ab : (1)

!!

abc̄ : (1, 2)

!!""✇✇
✇✇
✇✇
✇✇
✇✇
✇✇
✇

abc̄ : (2)

!!

after accepting ab we have:

acb̄ : (1, 2)

## $$✇✇✇✇✇✇✇✇✇✇✇✇✇
ac : (1)

##

ac : (1)

Figure 1: An example of dynamic priority between arguments

itized nonmonotonic formalisms might be directly applied to preordered ones.
Let us consider Reduction. When a hierarchical abstract normative system is
preordered, does it hold that “last link = reduction”? Intuitively, the answer
is yes. This is because, by using Reduction, there is no such an ordering of
applying norms. Instead, an extension is guessed, and then used to reduce the
original norms to a set of norms without premises. Consider the example illus-
trated in Figure 2. Under stable semantics, {ab, abc̄} and {ac, acb̄} are argument
extensions. As a result, {b, c̄} and {c, b̄} are conclusion extensions, which are
equivalent to the extensions by Reduction.

ab : (1) abc̄(1, 2)

!!%%""
""
""
""
""
"

acb̄ : (1, 2)

## &&"""""""""""
ac : (1)

Figure 2: An example of “last link = reduction”
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